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Abstract

Today business aims to finds an edge by managioglkedge better than its competitors. IT
should support the business in this aim, yet th@wedge business workers possess is often
informal in nature and loosely structured. Oncawagal in traditional IT systems, this
knowledge can be hard for non-technical staff tdeng, distribute and update.

Four key areas of formal and informal knowledge #re need to find relevant information
(Search); the need to clearly express business; iile need to clearly express how tasks are
shared between members of a team (workflow) andliigy to clearly distribute this
information among distributed teams

This thesis proposes possible frameworks and metbgigs to address this problem. Using a
configurable, component based framework (Red Pagnte demonstrate one possible
approach that has already been deployed as psetefal commercial solutions. It compares
this approach against the requirements in the,fagld suggests how these existing technologies
could, at a future stage, be used to bring newweg(such as pseudo-Agent based solutions)
on the core need to manage and process knowle@gedmpetitive way.
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1 Introduction

1.1 The Office as a Factory

The great leap forward of the industrial revolution was the asgdmél Raw materials
and parts went in one end, labour and machinery was applied to itfimghed

products (cars, washing machines, ships) were produced at thedfafhe assembly
line is still present in today's knowledge economy. Workers mag bhwts and ties
instead of boiler suits; offices may be air-conditioned and not heatadlagt furnace.
There may be more variety in what is produced (an insurance ajgulicady have
thousands of permutations, rather than the 30 or so colours [1] avaitaldar

manufacture) but the assembly line process is similar.

In both sorts of assembly line, raw materials (an insurancecapph, an expense
request, a request to trade shares) enter at one end. Various wedplen it — in
sequence (as a chain of loosely or strictly defined steps) orafigbaTools are applied
to it (a PC instead of sledgehammer). The end result is soowigbrthat, while

intangible, has added enough value to justify the labour and capitadyadpl

On a traditional assembly line, workers had very little freedbmction [2]. Unskilled
workers could be trained in a matter of minutes to tighten a platibolt, clip on a car
door or spray a particular area. While perhaps personally ungagigéy the worker,
the 'Command and control' system was easy to administer and sapdPerhaps

fortunately, these approaches do not work with 'knowledge companies'

Knowledge workers have a far greater leeway in their workstilfollow some sort of
process. For example a share trader may have authority tontiides of Euro on
behalf of a bank, but will have limits on the positions that he onghetake, and there
will be an end-of-day accounting process. While knowledge workers nvaygnaater
visibility of the sequence than their shop-floor counterpart, ittils rare for an
individual to know 100% of the processes of the organisation, from theiedate job

specification (e.g. Finance), the process in departments thenadghtwith (e.g. Back
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office, Sales Targets) or supporting departments (Human resoorgeocurement
policies).

1.2 The importance of getting this right

Most competing organisations have pretty much the same inputsn&@wafacturers
have the same raw inputs (metal and other commodities), simikels of education in
their workforce and at similar prices (the raw inputs are tragigbally, manufacturers
will relocate to regions where labour is cheaper). However, asy Toyota eclipsed
GM as the No 1 manufacturer in the world [3]? R&D levelsome factor last 19 years,
but the answer probably lies with the Toyota Production System,dbhegs by which it
builds vehicles and the way that it is continually improving thiscess. Toyota's
competitive advantage is not its cars, but the way in whigchilds its cars [4].

Instead of cars, it is information that flows down the modern compasgmbly line.
Companies that manipulate this information better gain an edgeh@necompetitors,
yet information workers cannot be controlled by Taylor's idea of anfan with a
stopwatch. Enterprises attempting to gain an edge through their supeg of
knowledge, both in the use of information and the process that has to leel appt,

face the following problems.

Formal and Informal knowledge

Things are not always done 'by the book’, but by rule of thumb. How can we
capture this quickly without disrupting to the day to day business? dowered

when people leave? Can the business scale if we can only eeeori@expert?

Format of knowledge

How can we express the captured information in a format that pagsack to
the business (e.g. Electronic instead of a dusty paper copy, noostsome file
share, readily usable, instead of being locked away in machine?ctsl¢his

format easy to update? Can everybody use it from one centrablo¢ad that
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copies do not get 'out of synch')?

Management of change

Who can change the information and process? Is this the right b&latveeen
being too hard to change (and being stuck in a rut) and being too eadyn@ges
chaos). If a change is made, will people know about it and will thky any

notice?

Security and Authorisation

Who should have access to information? Does this access change wigmendi
the context of what the user is doing at the time? Is this aceadsonly or read

and update?

Distribution of information

How do we get information to staff when they need it? How do stop ¢fedtimg

flooded with irrelevant / untimely information?

Project based working

People don't do the same tasks everyday. People form goal drawes, tand
disperse when the objectives have been achieved. How can we dessiment
these outcomes so that they can be reused both over time and over the

organisation?

New situations and judgement

How do express our knowledge in such a way that the organisation does not
become sclerotic, and that the knowledge can still be applied immeéwhanging

circumstances?
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Collaboration

No task is done in isolation. How do we ensure that tasks and teambarse

collaborate effectively?

Cross organisation knowledge

In the old days everything was done in house, now the office asayfactist
also seamlessly interlink with other suppliers, plugged in asopalte process.

How can we implement this [5]?

1.3 Traditional Solutions

Most Enterprise Information (EIS, Enterprise or Business) syst@e an attempt to

capture and manage knowledge. Most EIS perform 3 broad functions

1 capture information, e.g. via a web interface (Presentatiper).a
2 Apply business knowledge to this information (Business Layer)

3Store or forward this information (Service or Data Layer)

It is this 2nd, business, layer that we are most concerned withig thesis. The
presentation and service layers, while not trivial, are known emublthat lend
themselves to some degree of standardization. In contrast the dsukager will be
unique to each organisation as it reflects the process and knowlettigeoofjanisation.

In some ways, the business layer is the 'learned memory ofghaeisation’.

Despite (or perhaps because of) years of implementing ElISvssteany of them
suffer from the following problems in the business layer

All three layers tend to be tightly coupled, so it is not easxtract the business
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logic and process contained for use elsewhere

Business knowledge and rules expressed as code; this is hard tomdueéds to

discrepancy between the documentation and the actual implementation.

It is hard for the domain experts (the guys with the business knowladdehe

technical experts to collaborate as they speak (literallygraifit languages.

It can be difficult to update, both in implementation and for fear alasirable
side-effects.

While theory states that these functions should be separatedcttitteatahe
business tier is often expressed in programming language likendgsares that
other functions (e.g. Database access) often creep in ovelBume worse there
is no clearly delineated place to put business logic, so it camitgescattered
throughout the

Duplication of business knowledge across systems (and become ontlof sy
can lead to contradictions.

It is hard for systems to collaborate across processes.

This dissertation proposes Red-Piranha and other open source frameworks f
knowledge management, as a means of resolving (some) of thesengoblt shows
how to use and extend the frameworks to address information managemeamgrobl
In particular, we look at how the Red-Piranha framework provideg thastions and

integrates with other open solutions to create a modern informasemAby line.
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1.4 Summary

Information and knowledge management is the key that gives compaoaespetitive
edge. Traditional EIS solutions have often failed to deliver om thegstment in this
regard. This thesis proposes to look at 4 key areas, implementibe [Red-Piranha

framework: Search, Rules, Workflow and Enterprise Web 2.0.

This thesis is structured as follows. Following this introductidwpter 2 narrows the
problem domain to specific areas within Knowledge Management. Ghapgeres
details of background technologies that may be useful in solving grebéems. In
chapter 4 we gather the requirements that we will seek toveessing the technical
solution detailed in chapter 5. The following chapter 6 allows us &uate how
successful we were in meeting these requirements before conclodaimgpter 7 to

give areas for improvement and possible future work.

A list of references and Appendices giving more technical detaiprovided at the end.
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2 Problem Domain

2.1 Introduction

The previous chapter introduced why we need knowledge managementhd@pisrc
narrows the problem domain to specific areas (Search, Businessand Workflow). It
places these areas within the context of the emerging Enteifyebe2.0 paradigm,
concentrating on solutions within the financial sector. The disgertgiroposes
practical implementations in each of these areas, as wedrasnstrating the synergies

in applying four solutions to parts of the same core problem.

2.2 Symptoms of the Business Problem

The previous chapter introduced the notion of the office as a fagtdrtha importance

of getting it right. The follow are symptoms of a companytilggit wrong'

Critical knowledge lost when key people leave.

Inconsistent application of knowledge leading to poor customer

satisfaction and / or exposure to regulatory or financial sanction.

Knowledge silos - people or systems where the information cannot be

shared or cross-referenced.

As 'Knowledge Management' is such a wide topic, this document rean®focus to
on Search, Rules and Workflow within the context of Web 2.0. Thermang other
fruitful areas for study (e.g. Such as multi agent softwaraddel business interactions,
and neural networks to learn complex behaviour patterns), which tae fics further

work and evaluation.

These topics (Search, Rules, Workflow, Web 2.0) were chosen as:
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Each area seeks to aid knowledge management and give business a

competitive edge.

The topics have been the focus of intense academic researche butyar

now becoming part of mainstream commercial implementations

Each area has a framework / set of libraries that the ingpitation is

based upon that we can examine and suggest improvements.

The four areas sit naturally together to provide a complete coltdi

many business problems.

The author has personal experience of implementing IT systems asaddr
business problems in these areas; either using these or other "ad-hoc

technologies.

Likewise, there are many industries other than Financial Sesrtiat will benefit from
the approach proposed in this dissertation. These are described imletatan the

'Conclusion and future work' section.

2.3 Previous Research - General

By definition, Information technology (IT) concerns itself with manggnformation
and knowledge. With the IT domain, much research has been carriedtauhe
Productivity Paradox — the fact that while business continues totimeawily in
managing knowledge using IT, academic research finds it hard toifguéme
productivity gains realised [6]. This paradox has been (partiaigplved by the

understanding that it's not how much you invest in IT, it's how yout.use i

“Specifically, a firm delivers value from IT by building and
leveraging three assets: highly competent IT human resources, a
reusable technology infrastructure, and a strong IT-business
partner relationship. .... Together, they allow a firm to apply
information technology to strategic business needs faster and

more cost effectively than the competition” [7].
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Further Studies show that this productivity gain can translate dosb savings as
demonstrated by 'Significant Decreases' in the size of orgjanisavithin 'two to three
years' of a major IT investment [8]. Becoming more spetifihe areas we propose to

study, some authors have found that:

“Today, with competition extended to the execution of strategy,

firms frequently compete on the basis of process innovation”[9]

We introduce the process innovations we plan to study in this essapvastigate

previous research on them in the following sections.

2.4 Proposed Solutions

Tim O'Reilly coined the phrase Web 2.0 in

Web 2.0 is the business revolution in the computer industry
caused by the move to the Internet as platform, and an attempt
to understand the rules for success on that new platform. Chief
among those rules is this: Build applications that harness
network effects to get better the more people use them. (This is
what I've elsewhere called "harnessing collective intelligence.")
[10]

In other words: Web 1 was to get it out there. Web 2 is makerk w

Web 2.0 is a new paradigm, building on the most successful techniqoethg first 10
years of widespread Internet use. These techniques include, Rechelntnterfaces
(RIA) using Ajax, sharing of user data through RSS, RDF and otnedastd xml feeds,
rapid development, extension of other internet applications for newarsesstration,
and the use of unconventional data sources. Currently, much of the foied & is on

the consumer market.
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2.5 What is Enterprise Web 2.0

At the other end of the scale from the consumer market are He¢emprBusiness
systems. Web 2.0 has not (yet) made a significant impact hexi@ly due to the
conservatism of the sector, but the problems to be solved atarsianiterprise systems
seek to take knowledge and put it into a system where the informatiohecstored,
shared, processed or used for further analysis. The current stdodaalng this is

Enterprise Java, but a lot of the Web 2.0 techniques for knowlegge&reand sharing

are very applicable.

The combination of the above, 'Enterprise Web 2.0', gives both opposuaitc
threats. The opportunities include being able to solve business probldmsew and
more efficient techniques. The threats include the fact thagl@2\0 System is far from
the 'traditional' computing environment that we are used to. Ther@disen proposes to
look at how key techniques and use them to solve Business problems riegprike

Web 2.0 environment.

“Harnessing Collective Intelligence” is what Search, Raled Workflow aim to do —
think of it as Web 2.0 at the Enterprise level. The innovatiorthénweb interface
(often using Ajax technology) may be useful in encouraging user atitana but it is

the collective intelligence that is the core area of rekear

The need for each of the proposed solutions is summarised in Figu@l bel
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Figure 1: Problems and Solutions within Web 2.0

Problem

You have the information
somewhere, but you don't quite
know where it is, who has it or ho
to find it.

Solution

Search of unconventional Busine
data using an Adaptive Search
Engine.

You've found the information but
can't do much with it — the
knowledge to do so resides in
people’s heads.

Rapid developmerdnd deploymer
of business logic using Rule
Engines.

You and your team have to work
together on the information, step |
step, as part of a process.

Combine disparate web activities
into a Business process using
Workflow.

You get the information to and fro
the people that need it.

Interact with the (Business) user
using Rich Internet Applications
(Ajax) and Web 2.0 techniques

Each of the proposed areas (Web 2, Rules, Workflow and Search)pooiiesto an
area within the Red-Piranha framework, which will introduce in ndetail in the next
chapter (where we begin to propose solutions). Graphic 2 shows one exdrhpie

the parts to the knowledge management solution relate to each other.

Graphic 2: Multi user, multi process problem

This graphic depicts how the various components interact act to pra\kdewledge
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management solution for a long running process: The user applies ordirenv
interactive Web?2 style site for an Insurance claim. An ins@raompany administrator
searches for and attaches additional details to the case. AatbBiasiness rules are
applied to it, and the result notified the user via email. ThHeegmtocess is tied together

via workflow.

This is only one possible configuration of the different parts of ehgisn. Graphic 3
below shows one example of how the parts to the knowledge managemeioinsolut

relate to each other.

Graphic 3: High Volume, Single User for Enterprise Search

The above graphic depicts a very different , short lived, but \ndime process; a
single user wishing to carry out an intelligent search. Inghosess the user enters a

search term. The workflow uses rules to decide the best informaburce (e.g.
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Database, or standard search engine) and pre processes théeseaitto a query then
carries out the Search. There may be post-processing of thésrésig. To add
'sponsored results’) before the results are shown to the user.

The following sections examine the problem domain of Search, Workfhowdes in

more detail.

2.6 Problem Domain - Search

Search has been defined (for those who teach 12 year old kids) as

“a process used to locate all records that satisfy a statement,

rule, or criterion.” [11]
Behind this simple definition is a very complex problem: when the ersiers a search
term, they are not searching for those documents containing thosepeorsks. Rather,
they are trying to solve a particular problem or find a piecanfdrmation; the

keywords can be seen as a clumsy attempt to express this tmtpater.

Google used this realisation to overturn the industry consensustatrited the century
that search was a 'solved problem'. In their seminal paper cubject [12] they used
information from hyperlinks as a means of judging users opinions on whicimeéots
they valued and in what context. Aside from the continual tensiorexiet within a
commercial search engine (“we expect that advertising fundedhseagines will be
inherently biased towards the advertisers and away from the oE#us consumers”

there are continuing problems with Search in the enterprise context.

Google tends to aggregate preference information worldwide. \Wnadiif
set (of enterprise users) have preferences that differ sianily from the

worldwide norm?

While Google provides a corporate version (the Google Search

Applicance) and various APIs for plugins and extensions, it remains
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difficult to index and search sources that a non-conventional to Google, but
conventional to large enterprise (e.g. RDBMS such as OracleSL

Server).

The licence that the various Google solutions are deployed under can be
prohibitive for commercial reason, or be incompatible with Open source
projects. Even where this is not an issue, a solution based on th&e Goog
API's will never be fully integrated — there will always &éGoogle' and

'non-Google' part.

Despite (or perhaps because of) these drawbacks any Enterprise edgewl
management solution must still be able to work with Google (aJuseaat the power of
their solution and (b) because the Google Search Screen / Redhiésfamiliar user

interface.

Rather than seek to replace Google (!) the search solution propdssceasay is a set
of components that can be used when the above prove to be too restigtbasing
itself on Apache Lucene, it can leverage such features aeefast retrieval [13] and
optimised index management [14]. We propose a framework that adupla %ut of
the box' implementation that Lucene lacks. This framework can thenséé to
implement knowledge management solutions that integrate sealtlitemis such as

workflow.

2.7 Problem Domain - workflow

Workflow and workflow management can be defined as

“A workflow management system (WFMS) is a software
component that takes as input a formal description of business
processes and maintains the state of processes executions,

thereby delegating activities amongst people and applications.”
[15]

Workflow, like the other areas we examine in this dissertatiome H@en much
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researched, but not yet fulfilled their commercial potential. gitedlem appears to be
too many, rather than too few, commercial implementations, waigih and licensing
being barriers to use [16]. A further problem is that workflow, amel business
processes that it models, can easily model processes, but aghbsegto 'real world'
problems can sometimes be difficult. This is especially so haiv\Web services are

making Business Process Management (BPM) more widespread [17]

A business that overcame these limitations could use workflow tolrnfmdebusiness
processes and hence

“BPM (business process management) offers a programmatic
structure for designing transactions and executing them using

automated decisions, tasks and sequence flows”[18].

As in search, we propose taking an existing library and integriativith a framework.
This framework (discussed in more detail in further chapter$gwe both a practical
example of the use of workflow, and allows the use of workflow asopart integrated

knowledge management system.

The product / library that we propose to use is JBoss jBPM gasaness Process
Management). According to Jboss [19] this product

“JBoss sees JBPM as an orchestration engine that sits in the
middle of enterprise applications, enabling integration and

coordination between different dedicated applications.*

jBPM is a complete product, including a Definition Service (Edlit&idministration
Service (Deployment) and Execution Service (Runtime). We propopspply this
product to the financial knowledge management area. The solution conforows
Web2 context of 'harnessing collective intelligence’, and integveita the other facets

of the knowledge management solution.
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2.8 Problem Domain — Business Rules

A business rule is a compact and simple statement that
represents some important aspect of a business. By capturing
the rules for your business--the logic that governs its operation--
you gain the ability to create systems fully aligned with your
business needs. [20]

All people have business rules — except that they might not theimewf &s such.
Examples of rules are 'if the market rises by more than 25% s#ikethe stock’, '‘payout
the claim if it is less than Eurl00' or similar statememsfit your particular domain.
While the use of well understood algorithms such as Rete [21] apd [22] can make
systems that use Business Rules both simple and run quickly, watearested

primarily in the financial knowledge management possibilitiesrdéd to us by Rule
engines.

Because business rules can be written in 'near English' languatgeidden in code,
they are much more meaningful to non-technical domain experts. lfothiat, the
knowledge they contain is easier to manage, maintain and shasealSbecarry the
advantage of separating the meaning of the business from the &athalcal

implementation.

While various forms of commercial Business Rule Engines have aeailable for
more than a decade, they are only now becoming mainstream [23].c5¢meen (such
as ILOG) were expensive for the experimentation needed to gestaocwed to Rules.
Others, such as Jess, use a (Prolog-like) syntax not fanuliandast Enterprise
developers. We propose to use JBoss Drools, which is not only fraesopece, but
has a familiar Java like syntax. JBoss Drools also gived af business friendly

features, such as web based rule authoring, version managemenplaydedat tools.

In the rules area, this dissertation focuses on a practicatnnepitation using the JBoss
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Rules engine within the financial services industry. The exame/s heavily on
Web2/ Ajax presentation techniques, so our framework and components needblt® be
to integrate both. Other examples use business rules as decidiolg mades in a
standard workflow. Our aim is to demonstrate that Rule Enginessdhleisiness ready’

as web servers or databases.

2.9 Case Studies

To illustrate our intentions, below are four case studies (fromatilor's personal
experience) where the business requirements have inspired thepatypesals. We will
revisit these studies in later sections when we discuss ¢hediegies and techniques

used in their actual implementation.

2.9.1 Case Study 1- Workflow on Public Exam Results  Website.

A leading Irish Educational Institution needed to gather Exam refolts 200+
locations. Exam result gathering was a multi-step procegsijrireg validation and
authorisation of results for Multiple Candidates. The existingeaysthile written in

Java was unstructured leading to performance and maintainabilitgprabl

Parts of the proposed framework were added to the exam resuétmsyigte system
itself was refactored to Enterprise Java standards. Basldlow and Ajax / Web 2.0

Technigues were introduced as well as unit and load testing scripts

Not all desired changes were implemented, but the resultingnsysérformed 5-10
times faster. The steps that had workflow implemented providelkaa and easy
platform for system maintainability. User feedback on the new /@ / Ajax screens

was very positive, with the screens much easier to usenating cluttered popups.

2.9.2 Case Study 2 — Adaptive Document Management f  or Multinational
Pharmaceutical Company
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A large U.S pharmaceutical company identified that its cutgdge was in the
management of its scientific knowledge, from initial discoveoycombination with
other information through to its application and FDA approved drug reledse
problem was that it had too many systems holding the knowledge. Inoaddiach
scientific researcher had their own knowledge domain, making a ipadfits all'

solution inappropriate.

The adaptive Search Component of the proposed framework was deployed. on-sit
Documents were indexed and stored in a standard Oracle Databasgsics
appropriate Meta data. Information from other company specifiersgstvas included

in the global index and the entire system made available viathpany Intranet with a

familiar looking web interface.

From phase 1, the scientific researchers got the required Gmisesarch to all company
information. Security and audit were maintained in the originakesys. Users were
delighted with the ability of an adaptive search to learn both thiegtand their teams

were looking for in response to feedback.

2.9.3 Case Study 3: Mortgage Approval Calculators f  or Major European
Bank

A Major European bank had a complex process for approving or declining loan
applications. 3rd Party brokers found submitting applications diffieslthe reasons

for the decision were obscure and known only to a small number of pedp&bank.

The challenge was to make the approval process more open, withogtaay trade

secrets.

Using the proposed server components, business rules on how to appravevar®a
captured in a standard Excel Spreadsheet. This Excel spreadskeetmailed into

Java Class, but the original source remaining intact. Thisoeathined with Ajax
(using the DWR toolkit) to produce and a web page deployed on both the company

intranet and internet.
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The loan approval team were happy because they still had wsd#nlé control of the
business rules. 3rd Party brokers because they could quickly get amam@cision or
recommendations on how to gain approval. The banks security teamhejepg
because the application remained on the Bank's server, evefelif and performed

more like a desktop application.

2.9.4 Case Study 4: Intelligent Search for a Major  Job Site

Web based Job Search is a very competitive market. Usersallypise the site very
intensely over a number of weeks, then stop as soon as a positionaisedbt
(Intelligent) search is a key part of their usage; they wauriind the job they mean,
including jobs that may have completely different keywords, butrbgasiin meaning,

or locations geographically adjacent but with different namescémpetitive reasons,

indexing and search via Google is not an option.

An extended Lucene search and indexing engine provided the core of the
implementation. This was called as part of a specific workfleith step by step
processing before and after the actual search. Business rulesusexl to map the
various searches to the actual Lucene query, with up to 20 searihgsdisplayed

using Web 2/ Ajax techniques on any given page.

Users got the ability to quick find jobs of interest to them iregy wcalable web site.
The job site, via the business rules, got the ability to 'tunesehech results as they
learnt what users were looking for. The use of various flows ntle@inthe same
components could be used in different such contexts (e.g. Find Jobs, fia¢bivelike

this, paging) while keeping a simple solution overall

2.10 Summary

This chapter narrowed the problem domain to specific areas of Knaiéddgagement

for competitive advantage - Search, Business rules, Workflow\aetal 2. It showed
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both prior research and areas for further investigation in eachifiSplty, it showed
the need to practical implementations and applying each area tasfparsingle
solution. The next chapter progresses this, introducing both the Redtdframework

and the underlying technologies as part of a possible solution.
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3 Technical Summary

“If I have seen further it is by standing on the shoulders of
giants”[24]

- Isaac Newton

This essay may not have the importance of the theory of gréwityit does use the
same maxim concerning the use of frameworks and libraries. Rhterseeking to
address the problems discussed in the problem domain from scratecte Wwameworks
to solve repeatable parts of the problem. This chapter givebaitigground to the
frameworks that we propose to use. It gives particular detathéoRed-Piranha

framework, that we will extend later to implement our proposed saluti

Later chapters (Solution Design and Technical Evaluation) wilress why, in the
authors opinion, these particular frameworks are most suited twirgsthe problem
and how these frameworks are used as part of the solution. In theofcse Red-
Piranha framework, an open source project created by this authimtredkice it as the

basis for extension in later chapters to resolve these busisess.is

3.1 Whatis a Framework (and what is a Library)?

A framework is a set of co-operating classes that make up a
reusable design for a specific class of software. It provides
architectural guidance by partitioning the design into abstract
classes and defining their responsibilities and collaborations. A
developer customises the framework to a particular application
by sub classing and composing instances of framework classes
[25].

The technical definition of a framework differs slightly from ttled a Library. In
general we write classes that extend the framework (and Henémmework also gives
us Architectural guidance). This distinction is more importantaterl chapters (e.g.

During design and implementation); for now our focus is to describ&tiotionality
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afforded by both categories.

The advantages have frameworks have been summarized in a pweiduf26] as
Modularity, Extensibility, Reusability and Inversion of Control. Tatger is one of the

chief advantages of using a framework such as Spring.

We can divide the frameworks we propose to use into three categorie

Core frameworks, such as jBPM (workflow), JBoss Rules, Luceneck
and Spring. These provide the fundamental capabilities of the rizgpect

section within Red-Piranha. Spring provides the ‘glue’ to intetirate.

The Red-Piranha framework, which we propose to extend as part of the
solution to the problem domain. It integrates the core frameworks and

provides a set of 'ready to use' components to solve business problems.

Supporting Frameworks, typically required by the core frameworksé he

carry out minor, but important, functions.

We detail each, in order, below.

3.2 Core Frameworks

3.2.1 Lucene

“Lucene is a gem in the open-source world--a highly scalable,
fast search engine. It delivers performance and is disarmingly
easy to use.... [it] introduces you to searching, sorting, filtering,

and highlighting search results” [27].

The same source explains that Lucene powers search for Microsadftding it's

Hotmail email service and Windows Lives) and parts of itiacerporated into the
Google Desktop Search product. Lucene is available under the starpdanigeAicence,
which makes it both open source and commercially friendly.
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Lucene's author, who has many years experience in search enginestiagied this
project commercially, released it on Sourceforge in 2000 'tdf spen source might let
me keep doing what | liked'. The feedback from the community veryiymsitdopted
by Apache in 2001 the project has since been translated into sewegedrpming
languages including C++, C# / .Net, Perl, and Python. As paruafhiNit is a “web

search engine that scales to billions of pages” [28].

One important technical point is that Lucene provides only an indexingeardh
Engine, not a complete search solution — it is up to you to integraméo your
application. A good analogy is that of a Database — Oracle prguide data storage
and retrieval engine, but you still need to carry out integratiank \(e.g. Provide a web

front end) before you deploy your solution.

3.2.2 JBoss Drools

“Imagine a different way to program in which you specify rules

and facts instead of the usual linear set of instructions. That's

the idea behind rule-based programming. A rule engine

automatically decides how to apply the rules to your facts and

hands you the result. This approach is ideal for expressing

business rules and is increasingly used in enterprise computing”

[29].
JBoss Drools is a Java based rule engine that is gaining imgrgaspularity [23].
Provided by JBoss as part of a complete business middleware soiutian, also be
deployed on a standalone basis. The product is available under the lld&Rte,
making it both open source and commercially friendly -You must publish eedaghe
framework, but you can use it within a larger project without hatongublish all the
project's code. The project's development stream is known underiditsal name of
Drools.

JBoss Drools contains all the mainstream rule Engine featunetyding an

implementation of the RETE 2 algorithm, the ability to carry both forward and
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backward chaining, Salience (control of the order that rules exd fn) and rule
compilation to enhance performance. Additional features include ayriybihic IDE
(based on Eclipse), rule debugging, the ability to write Domain ifipéanguages in
'near English’, an option Excel based Decision Table rule formdtadamiliar Java-

like syntax for the core rules.

3.2.3 jBPM - Java Business Process management

Most technical processes last a matter of millisecondsilAsaaade to a webserver, or
in response to an action on a GUI, an action is carried out imrakdidflost business
processes, however, last minutes, hours, or even days. Offenctim@rise multiple
technical processes with long pauses waiting for user input. A Issgmecess may be
multi-user - with inputs from various users in order to completeptbeessing of an
item.

Workflow frameworks aim to fill the gap between these altegatiews. The more

sophisticated (like jBPM) allow the user to draw a Visio-likagram that models the
business process. Specialists can then attach the various & ghnocesses that should
be fired at each step, as well as configuring, which userseréorm the various actions
to move from one step to the next.
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Graphic 4. Components of the jBPM workflow.

Graphic 4 [30], shows the various components provided to achieve thrscicto
business process mapping. The components include process definition (incduding
graphic IDE to allow ‘drawing’ of the workflow), process hosting mmtiime, process
persistence (for long running business processes) an API to allewnta and from

the workflow.

More information on configuring and using jBPM and workflow can be found in the
appendices, or from the jBPM home page. Like Jboss rules, jBB¥aigble under the
LGPL licence.
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3.2.4 Spring

“To put it simply, Spring makes developing enterprise applicatiagge.... it is
designed with the following beliefs:

Good design is more important than the underlying technology.
JavaBeans loosely coupled through interfaces is a good model.

Code should be easy to test” [31]

Spring both competes with Enterprise Java Beans (EJB), asaésgokny of the same
problems as well as complements it; Spring allows you to intro@iié& through
configuration, as and when it is needed. More information on Springelrark can be

found at its home page.

In the context of the Red-Piranha Framework (next section), Sprihg Iglue' that ties
Lucene, JBoss Rules and jBPM together, allowing us to configureepidy only the
components that we require for each solution. More details on thisecound in the

appendices.

3.3 The Red-Piranha Framework

Red Piranha is a set of ready to deploy components that solve bysiolelesns. Like
Lego Bricks ™ they can be reconfigured to meet different needsy as few or as
many pieces as required. The pieces integrate with existingstingats in IT
technology to deploy more effectively the knowledge within a busieess.

Red Piranha aims to get knowledge out people's heads into a machieethere
knowledge can be copied, scaled, deployed 24/7 or even merged with othérdgew
sets. Red-Piranha provides a base set of components, built irdad$ to deploy'

solutions for each of these areas [32]:
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Figure 5: Red Piranha Components

Problem Solution

You have information, but don't know how Red Adaptive Search
to find it. Search of unconventional Business data using
the Red-Piranha Adaptive Search Engine.

You've found the information but can't do |Red Financial Engine
much with it. Rapid development and deployment of
business logic using Rule Engines .

You and your team have to work together Red Workflow | Red Process Flow - Combine
on the information. disparate web activities into a Business
process using Workflow .

You get the information to and from the  |Red Web 2.0
people that need it. Interact with the (Business) user using Rich
Internet Applications (Ajax ).

Red-piranha is an ongoing open source software project started byttioe af this

dissertation. It is available fromtp://redpiranha.sourceforge.n&tost of the solutions

proposed in this dissertation will be integrated back into the framkew More

information on the setting up and using the framework is availattheinppendices.

As a summary, one analogy for RP is a plumber. You would expecirtier to arrive
on site with all the tools they need. Typically you pay for thire, or per job
completed, not for the tool hire. Likewise, Red-Piranha enables tanisuto be more
productive to fix what you actually want, bring the tools they need tprbeéuctive

from the moment they step on site.

3.4 Supporting Frameworks

Various supporting frameworks are proposed as part of the solutione FBggives
more detail on each of these. The frameworks provided vital, Imera@éy unnoticed,

support.
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Figure 6: Supporting frameworks proposed by this di ssertation

Paul Browne

Library How Red-Piranha uses it

antlr

apache-commons
apache-xml
axis
dom4j
fit
hibernate
hypersonic
j2ee
jakarta-taglibs
jboss-rules

jena

junit

log4j

oracle
pdfbox
quartz

Struts
Xerces, jdom

"Another Tool for Language Recognition”, (formerly
PCCTS) is a language tool that provides a framework fo
constructing recognizers, compilers, and translators. Us
Jboss rules for rule compilation.

A set of common utility classes -e.g. Stangllig

Common utility classes for Xml handing.

Apache Web Service Toolkit

Core XML Languages

libs for the fit / fitness User Acceptance Testing Suit
Object — Relational Database mapping for Java
In Memory Java Database — used by jBPM

Core Enterprise Java interfaces for Deployment
Standard Tag libraries for deployment on web pages

The Drools rule engine and dependencies
Janino - Embedded Java compiler from JBoss
poi - Apache Excel Manipulation Library
Core - Eclipse Embeddable Java compiler

RDF / XML - Jena , to store all our information in Rk
the Semantic Web)

Standard Java Testing framework

Standard Java Logging Framework

Drivers for accessing Oracle Databases

For reading and manipulating PDF documents.
Java Job Scheduling Framework

Apache Web Framework using MVC pattern/

!
ed by

for XML manipulation
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3.5 Conclusion

The previous chapter (problem domain) outlined the problem we are tryieglve.
This chapter began the process of trying to solve it. It introdilneedore frameworks in
the workflow, rules and search areas. It gave detail on thePRaxha framework that
we will build on and extend throughout this dissertation. By giving tlekdraund
information, we prepared the ground for the next chapter — Solution Da@$igre we
begin a detailed analysis showing the technical steps that wietmeake to put our

solution in place.
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4  Solution Design

4.1 Introduction

This chapter formalises the requirements as expressed in themrdbimain (Chapter
2). It clarifies the 'problem that we are trying to solvsind what we have learnt from
the technical background, it takes these general problems andt&ariBlem to 'how
are we going to solve it?'. A subsequent chapter 'Technical @olutil describe the

actual implementation of these requirements.

4.2 Requirements Gathering

4.2.1 Methodologies

The two methodologies in broad use can be stereotyped as Heavy(eaigtiRational
Unified Process - RUP, and various other waterfall techniqudsybtweight (various
names, including Agile and Extreme Programming - XP). Both thesihodologies
include a specific requirements gathering phase. The outcome gbhhse can be
expressed as a set of use cases or user stories. Whiles pfifgith methodologies
might object, we use the terms interchangeably here to f@rspecific piece(s) of

functionality as experienced by the user (e.g. A Business us&d®in etc).

We will return to the issue of methodology when we seek to implethertechnical

solution. For the moment, we concentrate on articulating our requiteme

4.2.2 Frameworks v Applications

Gathering requirements for an application may be difficult, bueast there is an
definable set of users. Often these users will be within onenisegeon, and / or have
some strong common defining characteristic (e.g. For Microsaitd\this is people
needing to write documents). While it may be difficult to aratelthese users’

requirements, they have a core problem that the application g tryisolve. When
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completed, we can measure the finished application on how successsallyes this

problem.

Gathering requirements for a framework is a much more elusske While users may
have a immediate problem that requires an application, are éhetgh instances of
this problem to require a framework? How do we find out about thesemtitdems

when we should be concentrating on the immediate task at hand? Gatena t
framework is written to allow easier application construction, restiee requirements

for the framework end, and those of the application begin.

4.2.3 lterative Requirement Gathering

To overcome these problems, most frameworks requirements anereghtand
implemented over several iterations. This is true of the Readtha framework. The
initial requirement (for search) first arose as part of amemial implementation for
Merck Pharmaceuticals Recognising the repeatability of theprol#em, a clean room
implementation was built and released as open source on Sourcetoege hive been
the contributions of the open source community, mainly enhancements tmgexis
functionality. There have 3 subsequent phases to cover requiremethis amea of

Web2, Workflow and Business rules.

Rather than trackback through these steps (although a sample ofginaldRP use
cases is available in the appendices in the following sectiostate the requirements
for the project 'as is'. We concentrate on the most importariteofetjuirements that
have been implemented in the code. We note that the requirementsonaedrom a

variety of sources and methodologies including:

Commercial projects (within the limits of needing a 'clean'LGP

implementation)
Open source community feedback

Contribution by the author for various reasons (prototypes, online arities
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dissertation)

In response to various financial problems submitted by users.

Within these sources, various means were used to identify reguter(specific to
each project) that were later evaluated for inclusion in thedweork, these means

included:

Interview with end users
Interviews with system owners, both business and technical.

Formal Requirements Gathering , based on known gaps in functionality of

existing systems.

For open source requirement gathering, ad hoc discussions from vaeosis us
and contributors; key difference here is that interest of person tungnihe
request to actually build the required functionality determineshifwithe

overall project direction)

Use of unit testing and peer review via the open source processucee

consistency of requirements and the quality of the implementation.

The repeatability of the requirements (and hence the need fanevirak is confirmed
in the following sections; we start with the General requiremdtiease note that some
of the original requirements are commercially sensitive, andre generalised for the

purposes of this dissertation.
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4.3 Requirements — General

4.3.1 The Requirement for a framework

What goes into framework? Hard to make a call, but the critergenerally 'useful

things in a format that we can use again and again'.

When was the requirement for a Framework expressed? Usersewdl ask for a
framework to put in place, only to deliver the required functionalétygaickly and
accurately as possible. The need to deliver this (repeatalte}idnality via a
framework is validated by the common elements in the variousasss in Chapter 2

(the problem domain).

4.3.2 General Requirements

The general requirements the Red-Piranha framework seeks t@afalfiest set out in
the 'Red Manifesto' below [32]

The Red Manifesto

Solve business problems using technology.
Make it easy for business (non technical) people to understand whet is
going on.

Make it clear to review the knowledge that has been captureddy R¢
Piranha.

Work with existing systems, as business have a lot of invesiriretitese|.
Make the information in these systems more sharable

Work with existing tools; where an existing tool can do the job bdgtet
get on with it, don't get in the way

Be easy to change: be it takeover , merger, or adapting shidiened
development cycles

Be a resource for different systems, don't keep everything togfburs
Must be low risk to start with: use a little, use a lot, upheobusiness tc
decide.

Don't reinvent the wheel: focus is on using widely available teokyes
and frameworks to the specified (Knowledge Management) end
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4.3.3 Implied requirements

As with most software projects, there are several impégdirements. A sample set of

these would include:

Clarity and maintainability of the framework code.
Unit tests to ensure that future changes doe not break existingohatityi.

Unit tests to ensure that changes do not break systems that depdral on t

framework.

Ability to configure for different environments.

4.3.4 Deployment Options

Systems built using the framework must be able to be deployed ifltbe/ing

environments.

Web Servers , including Apache Tomcat, JBoss , Weblogic and WeleSphe
Command line

Integrated as part of another (Enterprise Java) application

4.3.5 Security

The system must be able to fully integrate with the secafithe deployment option.
For example, when integrated with another system, the systetrbmasble to avail of

standard Enterprise Java or Acegi security mechanisms.

4.3.6 Requirements for User and System Interfaces

Strictly speaking, a framework does not have a user interigel relies on a system
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interface to an application that builds on the framework to ensurectouser
interactions. However, a framework can make this task of buildiblj a lot easier.
The ability to enhance the user interface is a key part of dpoped framework. What
point is there in managing knowledge if the users are unawaré® @fitparticular

interest to us are the requirements for Web 2 interface technigaksling [33]

Ajax and Rich Internet applications blurring the line between the aesitd

browser / internet based applications.

The ability to crate 'Mashups' - systems layered on top of #sinf standard,

open, interfaces, with the sum greater than the parts.
Knowledge Sharing and collaboration on the 'Read-Write' web.

Delivery of applications via the web browser - gives the gbibt 'release

early, release often'.

User (or individual added) value for selfish reasons, but eachtlitaetva user

adds gives the group as whole benefit.

To illustrate these requirements, we briefly introduce the Reancial
calculator that we will discuss in more detail later. GrapBishows a
screenshot of the deployed application demonstrating the web 2 interface

techniques.

Ajax: The calculator is deployed as a web page, but behaves ikera |

standard Excel spreadsheet.

The Ajax front end uses a system (xml) interface that isladbltaito other

applications for use in Mashups.

User can collaborate and cross check information by means ofistalRdf's
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Graphic 8 — Red Financial Calculator demonstrating Web 2 requirements.

4.4 Requirements — Rules

4.4.1 The requirement for Business Rules

Most enterprises have a combination of formal and informal ruléghegn use. With
traditional coding techniques, these 'disappear’ and cannot be checkéeekl.atlide
transformation from 'business knowledge' to 'technical knowledge' iatismiuces
errors that can only be found at the (expensive) end of a project &ysid user
testing. What could be more natural than writing business rules Hgirgl, a format
that everybody knows, and then compiling these rules directly fronel Bxi¢h no
intermediate step needed [34].

Within Web and Enterprise Java applications there tend be three pdront end to
talk to the user, a service layer to talk to back end syssemwis as databases, and
business logic in between. There are frameworks to solve prohbhenisst two parts
(Web and Database), but no standard way of structuring businessHaaiceworks
like EJB and Spring do this at a high level, but don't help us in @iggrour code. In

this requirements section, we address the need for a framewbik mid-layer.

There are many aspects to complex business logic that we need dssadiucluding:
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How can we allow business people to check that the business logrcastly

implemented?
Where applications have similar business rules:

o If one of the rules change, how can we make the change consistes# ac

all systems?

o If a new application uses some of these rules, but also adds seme ne

ones, do we need to rewrite all the logic from scratch?

0 Where rules are shared, but we do not with to update rules in all

applications, we will need a mechanism for versioning.

How can we make the business logic easily configurable, yeoriotrdy tied
to Java (or other) code that we need to recompile / redeploy &wveryhat a

small change is made?

How do we allow other (scripting) languages to leverage thetirgxis

investment in business rule logic?

How can we maintain code that is often convoluted and scattereanavsr

files?

Our ideal solution should be compatible with not only Enterprise Javaaipmhs, but
also 'normal' Java programs and most of the widely used preseraatigpersistence
frameworks. We propose extending the Jboss Rules Engine within thPifdata
framework (both introduced in the previous chapter) as the main meau@fssing

these requirements.

To be more precise about our proposed solution, it should include the follogéng

cases:

1. Business users should be able to easily read and verify thedsusigie.
2. Business rules should be reusable and configurable across applications

3. The framework should be scalable and performant under heavy load.
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4. Developers should find it easy to work with the framework.

5. The framework should allow storage and versioning of rules.

6. The framework should allow deployment into different environments.

Paul Browne

7. There must be the ability to centralise rules so that theye controlled (and

hidden).

8. (Optional) Rules must be available in an Excel based forntabsosers often

use anyway to write requirements.

4.4.2 Requirements within Business Rules

Having decided to use a rules engine to address at least o s#cthe problem

domain, we can be more precise about the sorts of rules thatéovehieve. Figure

9 shows some of the finer grained requirements that we hope to achieve

Figure 9 : Requirements within Business rules

Area Requirement

Performance

The rules engine should be performant and be at I
as fast as an alternative Java based solution.

rast

Self Documenting

Rules must be able to be written in a clearly based
language, as close to the language of the problem
domain as possible.

Scalability

The chosen engine must scale to Enterprise solutit
hundreds, if not thousands, of simultaneous users.

ns —

Future Proofing

Even if the systems that surround it change, the cc
business knowledge should be reusable.

re

Multi-language

As part of future proofing, the rules engine should
be tied to one particular language.

ot

Maintainability

The rule engine should promote a common rule
standard to avoid badly written code.

4.4.3 Requirements for the Red Rules

So far in this section, most of our requirements could probably béynese of the
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JBoss rules engine, with some extra configuration and integrationproposed Red-
Piranha framework meets additional requirements, and / or providesrea elegant

solution in the following areas:

Integration with Search

Integration with Web 2

Integration with Workflow

Spring integration to provide additional deployment options.

Additional optimisations, such as rule caching, compilation and loading.

The end point of these integrations is the working Red-Financiallattmn referenced

in the previous section.

4.4.4 Red Financial Calculator — formal requirement s

To detail the requirements the calculator seeks to addressymipéesshould:

Show business rules for a Mortgage and Loan Calculator

Demonstrate how easy it is to understand rules (which would be immossibl

with normal code)

lllustrate how easy it is to change and maintain rules

These samples are documented in more detail in the Appendices

4.45 The Problem space we are not addressing with ~ rules

While rule engines and Red-Piranha can solve a lot of problems ,(fatr igsworth
considering if a rule engine is appropriate for our Enterprise dapbcation. This is
related to the notion of 'The right tool for the job' - Databaseote sour data. Web
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Server to display web pages. Rule engine to run your businessSafas. questions to

ask to illustrate this more clearly are:

How complex is my application? For applications that shuffle deaaddrom

a database, but not much more, it is probably best not to use @mgies.
However, where there is even a moderate amount of processirgriemied

in Java, it is worthwhile considering the use of the RP framewadk / JBoss
Rules Engine. This is because most applications develop complexty ov

time.

What is the lifetime of my application? The answer to thisoften
'surprisingly long' - remember the mainframe programmers who hihdlgir
applications wouldn't be around for the year 2000? Using a rule engise pay

off especially in the medium to long term.

Will my application need to change? Perhaps the only sure thing atnaut y

requirements is that they will change, either during or just déeelopment.

If the answer to the above questions are 'moderate to very compi@djum to long
expected lifetime' and or frequent changes, then it is likelglkavithin the scope of the

requirements that we are seeking to address.

4.5 Requirements — Workflow

Workflow is where several people have part of the knowledge reqUioecbomplete a
task, they and need to work together on a set of information, folloavistgict set of

repeatable steps.

This section outlines why we need workflow, then specifies mordeatbtaquirements
within it. A lot of the work in this area is covered by businessfidentiality

agreements, and so the requirements section has been generalised.
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4.5.1 The requirement for workflow

Many business tasks need be carried out in a sequence, with diffeoph¢ and teams
all playing their role. In an ideal world, you would draw your busimessess - a bit
like the flowchart below. Then you would plug your existing systentsitrand have
everything run smoothly. If any part of your business process changedyoudd

change the diagram and everything would follow the new process.

Graphic 10 — Sample eBay like workflow [35]

Our sample framework must be able to support workflow implementatioasvide

variety of industries e.g.

Online booking of airfares
Loan Applications and signoff

Planning applications
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Complex Sales (e.g. Configuring a Dell computer)
Expenses processing and signoff

Insurance claim processing

4.5.2 Requirements within workflow

Whatever workflow framework is chosen should meet the following reopgnts:

Visio diagrams & Lego bricks - should be able to draw a diageard,then

move pieces around as required.

Should be able to assign tasks to people as and when required.
Should be able to see a list of what in progress tasks areegsmgwhom.
Should be able to mix people and automated tasks.

Tasks should be able to be dragged and dropped as appropriate on the

workflow.
Workflow should be able to be reconfigured

Should be an independent engine: most application don't write their own

database engine, why should you write your own workflow engine.

It should all be available over the web, and can be integratdd othier

systems easily.

Any system build on top of the workflow engine should be decomposable into

actions that can be recombined and reused in different flows anthsyste

Red Financial Workflow (based on JBoss JBPM) allows you to do ¥Yas.draw the
diagram using a Visio-like tool. You attach actions in Java‘firat when the step in
the workflow is reached. The actions link to different system and{ssign tasks to

people. Information on how to setup the framework is available.

4.5.3 Workflow Technical requirements

50 of 154



Financial knowledge capture using Red-Piranha: Paul Browne
Rules, Workflow, Search and Enterprise Web 2.0

At a more technical level, our final workflow framework shouldegis:

Business process logging, persistence and fail over
Supported for multi-threaded applications.

Components for messaging: start a workflow on receipt of a messagg,
out a workflow task in response to a message, send a messa&yer(ékhail)

as part of a workflow.

Workflow state should automatically be persisted while we waiti§er input

(a wait that could be minutes or days)
Ability to version workflows
Ability to view all outstanding tasks, both a user and a systesi.|

Support for process flows: halfway between normal processes andowskfl
these are essentially complex workflows that are can be comhplétieout

human intervention.

45.4 \Workflow and Web 2.0

To fully integrate with Web 2 techniques, our workflow framework shaililowv the

following:

Allow orchestration of varying different systems. These systenay be
(external) web 2.0 sites, or internal systems (with RSS capebadded).

Allow communication (both incoming and outgoing) in standard XML

formats.

Be scaleable enough to allow multiple Ajax tasks to fire workiéeents.

4.5.5 Sample requirements Use Cases — Workflow

The final deployed system using Red-Piranha piranha workflow was @elpinio a

financial institution and full requirements are unable to be includéusrdissertation.
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However, a sample set of requirements would include:

A requirement to transport event messages from an internalagergystem

to an external broker viewable site.

A requirement to carry out processing on these messages based on known

business rules.

A requirement to ensure that all messages sent were delivertd,a

guarantee of message order preservation.

Exception handling requirements to preserve system integrity arfitaton

of Sys Admins.

A requirement for operator intervention in exceptional circumstances.

45.6 Areas that we do not seek to address

Two specific areas that we do not seek to address as part disdastation are:

1. Short lived processes, not matter how complex they are. Tégsieements
are better handled by a traditional software engineering approach.

2. Ad hoc business processes, e.g. those typically tackled bytpgegjets. These
are often not repeatable enough to justify the effort in designimgriflow

for them.

4.6 Requirements — Search

At first glance, Search appears to be an easy requirementictdade - just enter in the
term you wish to display, and display the relevant results. Henv@eople aren't just
searching for a keyword for its own sake; they are seeking knowledgelve a
problem. This section gives an overview of these more compdeglseequirements.

Full details of the requirements and use cases that the Reth&irframework
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implements can be found in the appendices.

4.6.1 User and System Interface

For ease of use, the search framework should implement a ustaceatsimilar to the
leading search engines (as per the graphic below). The framshauld also make an

API available so that other applications can build on top of it.

Graphic 11 : Screenshot of Red-Piranha search

4.6.2 Business Requirements — Search

The search system should address the following business requirements:
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1. Typically we search by keywords, but keywords have differergnings in
different contexts (semantics). The system should be able to Velaioh
meanings are most important for each user.

2. Search niches: Google is addressing the global search, but yheaardble
searches are the ones that you perform. The system should be deplaaibl
a niche, and learn what is important for users in that niche.

3. The Value of information being searched for differs from perspeitson, their
team and their role (e.g. Whether they are in a 9-5 job, or inléigure time).
Different results are valued depending on the role you are camyinhgt the
time. The system should be able to differentiate between diffdagatsets when
preparing search results.

4. What you do after searching: People do not search for the sadardtiag , but
to apply it in a context (e.g. Make a telephone call with a nundaery out a
decision). The act of searching should be easily integrated with attiens
(e.g. as part of a workflow, or apply business rules to it.

5. Not all information is available (even to the likes of Google system should
be extensible to make this information searchable.

Proprietary datasources (like corporate Database and mainframe).
Paper based information.
Corporate Intranets not available to major Web search engines.

Complexity of Enterprise systems to integrate with.

4.6.3 The framework should lend itself to deploymen  tin the following
situations

Personal Search Engine for the Desktop (Windows, Linux and Mac).
Intranet Search Engine - Search Company or College Intranets/oAnd
search a Companies systems (including SAP, Oracle or anyOstedrase

/ Data source).

Part of a Development Project - have search abilities up and ruimnang
few minutes.

To provide Search facilities on an website or application - eviére iweb
site is Web, Swing, SWT, Flash, Mozilla-XUL, PHP, Rarleven C#/.Net

based.

54 of 154



Financial knowledge capture using Red-Piranha: Paul Browne
Rules, Workflow, Search and Enterprise Web 2.0

In conjunction with a Wiki, as a knowledge / document management
solution. E.g. Provide a Search facility for project documennati
including PDF, Word and other document formats.

Scan a set of websites for the data you want (e.g. Searchtdelors a
hourly basis).

As a Web-Service to provide search information to other systemeas a

command line tool, to give searching power to your scripts.

4.7 Summary

This section detailed the requirements both a general (framewbdts 2 interfaces)
and specific level (Search, Business rules and workflow). Theseekibn demonstrates

how can implement a system that meets these requirements.
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5 Technical Solution

5.1 Introduction

This chapter takes the requirements as expressed in the previousr dismbation
Design) and explains the technical details of how we built the spluiecause of the
size of the project, this chapter does not cover all the tectaspakts, but a selection
that best illustrates the technology methodologies, decisions argh degolved. For
full details refer to the code and the relevant appendices. We with the

methodologies used on the project.

5.2 Implementation methodologies

In the previous chapter we touched on methodologies and introduced both lhetelrfa
agile approaches. Our solution(s) were implemented using both methedolkagiagile
approach for the core Red-Piranha framework, and an Agile / \Athtex¢hnique for

various client implementations.

This dual approach was necessary because of the framework nathes saflution;
while we have control of the core framework project, we cannoibgtes the project

environment in which the framework will be used.

In practical terms this meant:

The core frameworks followed an Agile approach as we could never &thow
possible requirements that might be needed. Agile allowed for dhstant
variation of (pseudo-customer) requirements with unit tests to previidety
net that functionality from earlier builds was not being broken.

Dependent projects followed Agile where we could recommend the project
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approach, as this best fit with both personal experience and the ngvolvi

framework. Where the client demanded a Waterfall / RUP tygthadology we
took a snapshot of the Red-Piranha framework (at a given momenteartdi

allow to client project to proceed) with a greater degree ¢dicgy.

For the Agile projects, tools such as Xplanner were used to manage

requirements, and NoUnit to gauge Junit test coverage[36]. Foerfalat
projects proprietary requirement capture tools were used, broathwifay a

single process of 'Design / Build / Test / Deploy'

5.3 General Design Choices

5.3.1 Choice of Build v Buy v Open source

To get a solution, all projects must make the following decisiom: w2 buy the
solution, or do we build it in house. This decision will rest on suctofa@s the
commercial products or online services available, the closeokss match to
requirements, vendor reputation and support, the capabilities of the ia teaus and
the current IT Strategy. Often, a proportion of the solution willbbaght with the
remainder being built.

Recently, a third option has been added; open source. This extends theein-hous

capabilities as it gives them additional platforms to enhanceuite decision. It also

extends the range of commercial options: vendors of open source produdtke prov

additional product choice and a wider range of support options.

While we can't presume to make a decision for all projectsemengl our proposed
solutions are based on open source. We examine how this decision was thadsext

section (alternative frameworks) but a large reason wasbthest' that open source
licences gave our solution; fewer lines of code to write withbat donstraints of

commercial licences.
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5.4 Alternative Frameworks and Framework Selection

Our proposed solution addresses 4 key areas; Business Rules, ®éakdlow and
Integration We look at the alternative frameworks that wéuated and summarize

why those chosen best suit our implementation.

5.4.1 Middleware / Integration Framework alternativ. e

The three main integration frameworks in widespread use:

1. EJB: The classic / safe choice, Enterprise Java Beanatagral to Enterprise
Java. However, until recently, they have been criticizecb&ng too ‘heavy’,
both in terms of performance, configuration and code required to usedahdm,
the need for them to deploy in a fully fledged application server.riiost recent
version has improved in these areas, resulting in a frameworkglzalot of
capabilities with Spring, but not all Application servers suppost\hat.

2. Spring: Created by Rod Johnson as a reaction to the heavine&s dfitihg is
a classic Inversion of Control (I0OC) container. Most Java cederitten as
POJO's (Plain old Java objects), then tied together as redpyireshfiguration
files. This allows the same components to be configured and deplogeslide
range of applications.

3. Seam: A framework from Jboss, but usable inside and outside of other
(application) servers. Sharing the same broad aim as Springryisee
Development made easy) , it relies more on annotations than xaniryoout it's
configuration. While not as mature as Spring, it does integeatewell with the

Jboss stack of products.

This project chose Spring for the middleware framework as

It was the most mature Framework when the Red-Piranha Praecitarted in
2004.
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It can run in a choice of containers, from the Command Line, to Véekel$
and can even be deployed to deploy as EJBs.
While the XML configuration is the most verbose, it has the rposterful

integration capabilities.

5.4.2 Workflow Alternatives

We considered the following frameworks as a basis for implemeititimgvorkflow

requirements.

1. Microsoft Windows Workflow: Microsoft's recently released whmkf engine,
forming an official part of Windows and the latest .Net framdw@&xcellent
IDE (for drawing workflows), but has the disadvantage of not being open
source, nor being Java based.

2. JBPEL: A standard with many implementations, the most notabtg fem
Oracle. Like it's name (Java Business Process Execution tpajgulae focus is
on defining the task language, rather than providing a language editor
implementation engine.

3. JBPM (Java Business process management) is a workflowrmepkation from
Jboss that provides all 3 workflow elements (Language, including B&dtor
and runtime).

4. Spring Webflow from the same source as the Spring framewookdaallows
the sequential execution of tasks within the web layer, allowing inpeit
between each. It's focus, however is on the presentation lagef (e display

of a multi-screen wizard to the user) rather than core busiogiss |

Of these options, Jboss jBPM (java Business Process Managevasrthosen as:

It has a comprehensive Eclipse based IDE to allow businesstoiggegphically
construct workflow, and for technologists to add code that ‘fires' \ilinese

actions are met.
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Can work within a single JVM, as well being scalable usingsages to allow
for inter messaging interoperability (e.g. with the other S@wksage based
solutions).

Java and open source based, easier integrations, yet Major vendvelop

and support.

5.4.3 Rules Alternatives

Where there are literally hundreds of workflow implementations,ctiwce of fully
fledged rules engines is much smaller. Of the four main engivedsated, two (Blaze,
Jess and llog) had commercial licences which would restriat tisei on the proposed
projects. In addition, Jess Prolog based syntax initially appeaesniliafr to Java

programmers.

Fortunately, the third Rules engine that we chose, JBoss Drools ndosuffer from
these disadvantages. An open source project, it is nonetheledsimapfeinentation
providing all the features we required with additional tools suadnd®E and support

for DSL (domain specific languages).

5.4.4 Search Alternatives

In search, it is currently a case of 'Google and everybody. &&enhin the latter
category is Apache Lucene, as used within a wide range of otitkrqgs. Like Apache
Lucene, the Google search (online) and Desktop Search both have eestéiilsl
through which a variety of data sources and media can be indexed andaasdtable.
While Google is the undisputed market leader, we choose an ApacheelLbased

solution for this solution as:

The full project is open source, allowing us to make in depth changegiired
and not just use the API.
The project is Java based, allowing for easier integration goldyteent. This

is reinforced by the (open) licensing terms available.
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5.5 Component Based Design

Given the nature of a framework needing to solve different problemsolution must
be able to be deployed in multiple environments and configurations. By tise

inversion of control design pattern (more details below) it alltv@smain java classes
(i.e. components) to be configured as required. Therefore each sdiased on the

Red-Piranha framework will have various combinations of the folgwdgomponents

Components from the underlying frameworks to gives capabilities aRuled,
Workflow, Search and Web 2.

Red Piranha framework components: which gives us integration betiveen t
underlying frameworks (e.g. Rules and Spring) and enhancements tiogexis
abilities (e.g. Intelligent Adaptive Search).

Custom code and components tailored to each specific solution.

While we give details in later sections of the samples basefed Piranha, the core
flexibility of the component based architecture comes from the 5 lms& design

patterns that we describe next.

5.6 Design Patterns Used in the Red Piranha Framewo  rk.

The main design patterns used in the component based framework arsiom\of
Control, Proxy, MVC (Model View Controller), Strategy, Facaded Chain of
command. This section introduces the patterns and highlights an exaimplere each
is used. The diagrams in this section are based on those frohaghkie 6Gang of four’

book [37], and on those displayed on the respective projects websites.

5.6.1 Inversion of Control

In ‘normal’ java code there is a start point (like a Java mamgthod, or a Servlets
doPost() method). If the Java code requires a property, itavitam a line to explicitly

read it from the property file.
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In the Inversion of Control (I0C) pattern this is reversed. Thegy file (or rather an

assembler acting on behalf the property file) ‘runs’, instargtidbee Java classes
contained therein then calls the appropriate ‘setValue()’ methggisstin the values.
The 10C pattern uses what it known as the ‘Hollywood principle’ - deaditus, we’ll

call you.

Note that the IOC pattern as described in the diagram belowsdsathe Proxy pattern

that we will describe shortly.

Graphic 12: Inversion of Control Pattern

The I0C pattern is used widely in Spring, the core main integrdtamework on
which Red Piranha is built. Key examples are SpringDecisionIadtier.java, the
Spring appContext file (the Assembler from the above diagram) andhe

configuration of Search.

The Inversion of control pattern gives the key advantage that oupcr@nts are
unaware of each other, nor of the configuration method used. All they knibvtithe
appropriate setter method will be called. As such, the 10C rpaiteans that the
components can be picked up and used in different configurations. Giveaestirag is
an example of an alternative configuration, it makes the applicatsier to test and

hence more robust.
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5.6.2 Proxy

The proxy pattern is one where we think we (as a client) aréendeaith a specific
instance of a Java class, but where we are in fact talkingnother class that
implements the same interface. Closely related to the Famattlern it allows us to
implement a pluggable, configurable framework and reduces the coumimgen
classes. It also helps in security, scalability and deployraktihe one application

across various servers.

Graphic 13: Proxy Pattern

Within the Red-Piranha framework, the proxy pattern is used in vaplages. It is
used in the Spring configuration to allow ‘plugability’ of componentss lised as part
of the Red Calculator where the javascript thinks it is talkingctual server objects,
when in fact the communication is done via an Ajax proxy (DWR)s lised if we
configure the various Red-Applications to use EJB and Spring — armclEedB proxies
to the actual EJB, perhaps on another server. The various JM8mierghtions
(IMSWorkflowStarterClient.java, JMSTextMessageSenderpaother form of proxy,
with Java Messages being used as the transport.

5.6.3 MVC - Model View Controller

The Model View Controller (MVC) pattern is the most commonly ussetl interface
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idiom. It splits the User Interface into three parts: Thevyithe part that the user
actually sees, displaying data from the model. The Controkgeris’ for user requests,
calls ‘back end’ systems as required and updates the model. Tisisscthe view, in

turn, to be updated.

Controllar

| VW - - -~ -~ - - - - - - - - -- wiooei

Graphic 14: Model-View-Controller (MVC) Pattern

As the MVC pattern is so widely used and understood, there arefraamgworks that
implement it. In the case of Red Piranha Core and Samplesytohesed are Spring

MVC and Struts 2. The classes that extend these frameworks are:

Spring MVC: Most of the classes in the search.ui.* package
Struts (2): Classes including drools.action, drools.form, drool$eteand

associated jsp pages.

The advantage of the MVC pattern is shown by the Red-Finandall@®r sample.

In this case we ‘Ajaxify’ the Web page - the initial load Ssruts based, but all
subsequent communications are via Ajax behind the scenes. A key advahtdVC

is the ability to replace the ‘View' and reuse the Model and ©tetrcomponents.
This is exactly what is done for the Ajax calls in the Calaulaample - the Model and

Controller remain the same, but the View is replaced by DWierg¢ed Javascript.

5.6.4 Strategy

The strategy pattern is used when different behaviour is requirdifférent situations.
If this pattern is not used, you often end up with a series of if.. st@ements to try

and cover every possibility. Given that Red Piranha cannot know nowsers will
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implement Search or workflow in the future an ‘if .... Then’ based wwius not

viable.

The solution that is employed is based on the Strategy patteims imarious classes
implement the same strategy interface, exposing an algorithsomess method. The
various concrete strategy implementations are passed informationt ahe
environment as a context. By switching (or configuring) the approiaé¢egy can be
employed and called as required. The strategy pattern is also nged m that it
allows new implementations of the strategy interface to impieed and called at a

later date.

Graphic 15: Strategy Pattern.

The strategy pattern is used in several parts of the RedhRiriamework. Good

examples are:

Within the workflow , SimpleFlowBean.java and the classes in the
net.fp.rp.jopm package. Here the Strategy classes implemerntanaasd
workflow interface that means we delegate to the appropriatee@frat each
step of the workflow.

Search

2. Used in
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1. SimpleFlowBean

2. Classes in net.fp.rp.jopm — workflow
delegates to these classes as required.

3. Classes in search.back.extractor.* and
search.back.datastore.*

1. Advantage in this situation

5.6.5 Facade and Chain of Command

The Facade and Chain of Command Patterns are used with Red-Rirarbaption
handling strategy. The Fagade pattern (diagram below) seeldetadmplexity behind
a simple class. This also helps flexibility, as the impleatgrt can change , while the

public interface stays the same.

Graphic 16: Fagade Pattern

The Chain of Responsibility Pattern (Diagram Below) is aat@m on strategy; it
allows the request to be passed along a chain of classes (eauwflyokeowing how to
pass to the next link, unaware of the complete chain) until it findghates able to
handle it.
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Graphic 17 : Chain of Responsibility Pattern

For Red-Piranha exception handling, a combination of the above two pastersed:
RPException gives that ability to wrap exceptions of different typdacade to hide
the complexity. The RPException is then thrown back up the Exception abfain (

responsibility) until a class that is able to handle it is found.

This approach greatly enhances the extensibility of the frameWNerk;modules can be
added, and the exceptions that they thrown converted to RPExceptions tesbd pa
through existing code. New User Interfaces can be added that dde debow they

want to handle existing exceptions.

5.6.6 Meeting the (General) Requirements

In the previous chapter (Solution Design) we outlined some generatements that
the Red-Piranha framework must meet. To summarize the techetedls and how we

met them:

1. Framework Conducive to Iterative Requirement Gathering- via the use
of the design patterns outlined above.

2. Solve business problems using technologyas demonstrated in each of the
target areas (below)

3. Make it clear for business people to understand via the use of business
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rules, decision tables, and graphical workflow.

4. Work with existing systems and tools / Must be low risk totart with :
Component (Spring) based nature of the framework means that wddcan a
as few or as many components as we like (and increase this navdver
time)

5. Don't reinvent the wheel as demonstrated by the integration of the core
frameworks, then adding value by this integration.

6. Unit Tests - as provided by Junit, and FIT on client projects

7. Ability to configure for different environments — using Spring , it is

possible to deploy to Web, Command line or as part of another application.

5.7 Implementation Issues

No project is finished without implementation issues. The follownegsame of the
main ones, both when implementing the main framework, and projeed bathat

framework

Ongoing tension as which features should be implemented in the core franveork,
and which delegated to subprojects. This is not only a technicaiateisll the
problem needing solved be repeated elsewhere?) but also comnmenaiahg clients

deciding not to share (sometimes) even non-core code.

Versioning: If a feature is added to the core framework, how quickly che imhade
available to the project that needs it? Will this featurekbotiaer project dependent on

the core?

Which features to drop in response to changing needl a feature is added to the
core framework in error, what criteria is there for droppirtg gliminate complexity

and ‘bloat’?

Changing TechnologiesWhen Technology evolves (e.g. such as Maven replacing Ant
as the major build system) how and when to make this transition wahenating

existing users.

Unit Testing: All agile projects aim for 100% unit test coverage. In pcactihe
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determination required to achieve this can be hard to find.

Documentatiort Like Unit testing, documentation is often not seen as a keytygratdri

developers. It is however a key criteria for open source pragigition.

Choice of Core TechnologiesA large part of the success of the project is due to the
choice of the core frameworks. How to choose frameworks thabevitioth
commercially and technically successful on an ongoing basis, alp&dien that

choice must be made at an ‘early adopter’ stage.

5.8 Summary

This chapter gave technical details on how we implemented thnevrark and samples
using it. It detailed the high level design patterns used ankettiesection details

testing and evaluation of how successful this effort was.
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6 Testing and Evaluation

6.1 Introduction

This section details the testing of the completed Red-Piranimevark (and products

built on it) and evaluation of the code against requirements.

We note that the effectiveness of a framework is not the fxankeitself but rather that
it is used by two or more actual applications. The frameworlcteféness can be
judged by the fact that these dependent applications can be built iadnbese quickly

using the framework than without it.

6.2 Testing

6.2.1 Unit Tests

As noted earlier, a large part of the software development apprveas Test Driven.
This meant that a 'safety net' of Junit tests build up over. tktiele not perfect (see
next section) this meant that radical changes could be made to thdebase to

accommodate new requirements without breaking existing functionality.

6.2.2 NoUnit Testing

NoUnit [36], a JUnit extension available at http://nounit.sourceforgevas written by
this author to address the issue of unit test coverage. Whilelehefor most Agile
projects is 100% test coverage, the reality is that mostqisdj@ll short of this. NoUnit
identifies the methods that are getting tested directly , ttiegeare indirectly tested
(and measure how far removed those methods are from a test) aaifiging the
methods not tested at all in a Green-Amber-Blue matrix. Thisvadevelopers and
projects managers to decide , decisions can be made as whadaedleeous gaps are in

coverage and the priorities in covering them with Unit tests.
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The three key metrics to be followed when using NoUnit are:

1. The number of user stories that have unit tests associatethen (should
gradually increase over the lifetime of the project).

2. The %age of unit tests passing — may not be 100%, but the number should
increase over time.

3. Unit test coverage — All code may not be green (test Wjifegunit test),
should it should at least be orange (tested indirectly). No code dbmuddi.

6.2.3 XPlanner

Xplanner is a web based tool for managing agile projects. Hvalable from

http://xplanner.sourceforge.orgin the context of testing it allows us to track user

stories, the tests written (and passing) against each one.

6.2.4 Fit User Testing

While unit test coverage is good at the developer level, they dohdold much
meaning for end users. The Fit and Fitnesse projects aim to bnekgggaps. The allow
business users to specify inputs and expected outputs in a tabular HVMd format.
These acceptance tests are then run (via a simple bridgdetirelopers mush write)

against the actual code.

Fit for Rules is an extension of the Fit framework specificdlyapplications making
use of Business Rules. It minimises the amount of bridging codelekiatopers must

write to enable acceptance testing of the rules.

6.2.5 Manual Testing

To complement the automated testing, a comprehensive set of nesisalvas run
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against the applications that were built using the Red-Piranmaiark. While the key
aim was to ensure compliance with the business specification @qmideraents, it also
enabled the capturing and tracking of technical issues (such asiensdyging thrown
that were visible to the end users). These manual tests codiided into System
Test (carried out by dedicated testers within the IT departraedtlUser Test (carried
out by experienced users who would be expected to have day to day cotitattewi

applications as a production system.

6.3 Evaluation

For all projects built using the Red-Piranha framework therearasmal evaluation
phase where the finished product was compared to the requirement dfeptance

and sign off was given. Details of the evaluation and sign efaarfollows

Red Adaptive Search
1% stage acceptance from outside supplier against stated requiseame
architecture,

2" stage acceptance from author to client following extensive ncatii.

Red Financial Engine
1st stage acceptance from outside supplier against stated megpiseand
architecture.

2nd stage acceptance from author to client following extensive roatiin.

Red Financial Flow
Stage by stage acceptance over multiple iterations by end-tshahent. The

iterative nature allowed the client to evolve their requiresient

Red Web 2.0 / Financial Applications
Requirements for the (Rich Internet application) user interfacemtertwined

with the Search / Financial / Flow applications and acceptedchs s
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7 Conclusion and future work

7.1 Introduction

This chapter summarises the document so far, and outlines how vimiitchion the

lessons learned in it, including suggestions for future work.

7.1.1 Future work - Additional Business Sectors

This dissertation concentrated on the financial sector. Otheorsebfve similar
knowledge driven issues that could benefit from application of sin@ehnniques.
These include

Medical, e.g. Encoding of medical knowledge to allow pre-diagnosenpie
conditions and save doctors time.

Inventory - Rules to allow setting of optimal inventory levels.

Call Centre - use of workflow to allow routing of technical suppaltsdo the
most appropriate person.

Document management and retrieval using search to produce the most
appropriate knowledge.

Logistics - Appropriate / most cost effective routing.

Flights - setting of fares to maximize the yield for théirsrfor each flight

What these areas have in common is that the knowledge to carfyeciuinctions is

often in people's heads, or stuck in proprietary systems.

In addition to expanding the areas for the current frameworks, tmeradalitional
technologies that are worth further investigation. These includeuskeof Neural

Networks and rules as a solving mechanism (e.g. Where soluti@rdsto find and a
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‘good enough' one will do). The one area of future work that we suggegstescribe in

more detail is the use of Agents to solve business problems.

7.1.2 Future work - Additional Theories in Knowledg e Management

7.2 Agents

People in business work by negotiation, with no central organization sgamure
than one company. As Adam Smith noted more than 200 years ago, ikei draren
capitalist economy, the fact that each person (or agent) isgaicti maximize their

individual benefits leads to a near optimal state for the syasemwhole.

By pursuing his own interest he [an individual] frequently promotes thaieo$dciety

more effectually than when he really intends to promote it [39].

In contrast to the “capitalist approach”, current systems tendrttsva centrally
planned, procedural (almost communist!) approach to solving knowledge psoblem
These are not so good at solving problems where several people havedgeowf
parts of the solution, but need to collaborate to find a resolution. Mor¢his
Capitalism v Communism comparison of computer software systemfssbguthor can

be found here [40].

Agents are attempts by computer software to mimic thislifeabehaviour, with an

Agent being defined as:

A computer system that is situated in some environment and that is capable

autonomous action in this environment in order to meet its design objdetbjes

In the context of business knowledge, the ‘environment' could be an officerkiea
common trading platform (to minimize latency when making finantiatles) or
distributed mobile devices. Environment could also encompass sqftwage

traditional Enterprise Java servers, a scenario that IT wegats may be more familiar
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with. In this last case while the agents may be running on the kast, they are still

displaying autonomous characteristics on behalf of their true 'owners'

Suggested frameworks to build agents include ObjectFactory [41] anda@r [42].
Both are credible agent frameworks, with the latter receisiggificant funding from

the US Department of Defense. Cougaar not only has a frameldrlan Eclipse
based IDE and support services such as security and synchronizationerothe
approach that this author would recommend for further work is not based s the
frameworks for the following reasons:

While stable, these frameworks are not yet in the business treaims IT
departments may be reluctant to support 'new' technology that teegoar
familiar with.

Using Enterprise Java technology (that is familiar) it is jpdes$o mimic Agents

(pseudo-Agents) to get the benefits without the perceived risk.

Deploying all the (pseudo) Agents onto one managed server easies
administration and does not require non-technical users to setup software

Instead, they can access it via a web page and get resaitecto them.

This next section concentrates on outlining further work on emulatingté\gsing the
technologies from the main part of this dissertation. It alsoagents into the Web 2.0
paradigm discussed in this essay, and gives specific businessmsolhere (pseudo)
agent technology could be applied.

7.2.1 Agents and Web 2.0

Web 2.0 (“the wisdom of crowds”) is effectively an agent envirenngmulti-threaded

systems and people interacting with each other over the web)le Wbise sites are

currently targeted at user to user interaction, there is nathipgevent the introduction
75 of 154



Financial knowledge capture using Red-Piranha: Paul Browne
Rules, Workflow, Search and Enterprise Web 2.0

of an agent on the users behalf. This agent could act on the usdfsnbemathey are

logged off (such as the automatic auction tools available from.&dray

Plugging into an existing infrastructure eases the ‘chicken andadgge' of getting the
benefits from agents. There is a network effect in that the people running an agent
on their behalf gives benefit to the system as a whole. Howedwsr should the early
adopters sign up when they (initially) have little to gain? Phmg@ito an existing Web
2 site (such as Facebook.com) gets over the initial hurdle and b@egsimmediate

benefits to users.

7.2.2 Business Problem

Business problems worth further investigation are those thatféorldito solve using
existing (centralized) programs. The alternative is a 'ntdr&eed’ approach where
agents 'bid' for scarce resources using an internal score pseusltcguin the case of

the Ebay.com agents, they use real currency.

Note that some of the problems mentioned below have been solved asiitigrial
algorithms. It is probable that the pseudo-agent approach would be neachrdo
business users and exposes the knowledge currently hidden in traditistexhsy

(which is the overall thrust of this essay).

7.2.3 Sales Problem

One problem that would be conductive to a 'market based' solution woultebe t
distribution of Existing / potential customers to a group of sales edpke company
wants the highest overall sales. Sales people want the bestt{@dtcustomers so that
they earn more commission. Often these are the same one# (arge bank with a
history of ordering from the company), but sometimes these ardisfecthe sales
person e.g. someone with a connection to a particular region mighiae strongly

there due to his or her accent.
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To get the highest overall earnings, a company could let SatgdePbid' for accounts
with a Sales Target that they would achieve on the account. Eh@dmple (based on
actual sales against target) get more currency (sales) qoidia with. Using agents (on
the user's behalf) allows account preferences to be input (e.@n\Excel spreadsheet)
and automate multiple rounds of bidding instead of a long-drawn out manual

negotiation process.

7.2.4 Product Stock Holding Problem

A similar problem is shelf space in a warehouse or supermdikete is a large cost of
holding stock (items getting stolen, fresh items spoiling, compehgrs becoming
obsolete) and shelf space is also limited. There is also @fcnst having stock (a lost
sales). Modern computer systems can calculate the profitadfiésch line of stock. To
further complicate the problem , some stock items are complemédatg. Shoes and

laces).

Using (pseudo) Agents allows items to 'bid' for shelf space. clineency they are
allocated for bidding can be based on item profitability, but alsedkeof a lost sale
and other factors. Items could change their bids based on location stbtke other
items already in stock (e.g. A reduced bid if 10 of the sanme weas already in the
shop). The ‘currency' available to each item could be displayedkncel spreadsheet,

allowing it to be viewed / tweaked as required.

7.2.5 Services Problem (e.g. Airfares, Room booking  s)

Apart from products, services are the other main area of busiotgisy. The problem
is that services have a definite sell by date; you cah'a $kdht after the plan has left.

On the other hand, you don't want to price too low to cause too much demand
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(passengers can't stand on a plane if there are no seats@fi§r sectors with similar
problems are Hotels (room sales) and Consultants (only so many hdhes day for
clients). Each passenger will be willing to pay a differeakimum amount, and these

amounts will change depending on date and personal circumstances.

The ideal for the company is to charge the customer the maximynathevilling to
pay. The ideal for customers is to pay as little as posshiégther is willing to disclose
these prices. Current practice is to set a fixed price (estierge too much or too little)
, Or use a negotiation process (more efficient, but also hashacbigt for small
transactions). Using agents to carry out negotiations can makeciing flexibility

worthwhile even for lower value transactions.

Note that both buyer and seller do not have to participate to geetiedits of agents —
either buyer or seller could use agents to model what the know afthike parties
behaviour to gain an edge in traditional negotiations or price se8inch modelling

would allow an airline to price the plane seats so that it istigxall at take off.

Similar problems exist for other limited resources; meeting rbookings (where the
availability of the meeting rooms and attendees time is camstha; workers on
multiple projects (projects 'bid' for workers time using agent§oncert Tickets
(promoter wants to sell limited tickets at highest price, laa wants the 'cool kids' to

attend to create a buzz).

7.3 Pseudo Agent Implementation

It is important to note that an auction is not a 'free for all'abspecific flow in which
each of the agents know when to play their part. For example mgesiopen cry’'

auction:
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Auctioneer announces product for sale and opens bidding.
Each customer has a chance to bid, making the price publicly known.

Each customer has a chance to bid in each round after hearing theatidarm
from the previous bids.

The auctioneer, listening to bids detects no more forthcoming, givesnore
chance to each participant to bid again.

If no more bids are made, the auctioneer closes the auction and annihgnces
result.

Seller transfers ownership to the buyer.

To mimic this process as a pseudo-agent using existing Entedpriaeand the other
technologies covered in this dissertation (Web 2, Search, Rula§amdow) it would

possible to implement such as market-based pseudo-Agent baseday$tdows:

Start a long lived workflow process on a server and announce theratestins

and start date.
Allow agents to register with the auction process.
At a particular time, use a quartz scheduler to restartutiga workflow.

Workflow gives control to 'Auctioneer' object, which announces the @ucti
details

Workflow gives control to each of the potentially bidders in turn.

Each bidder can be a new instance of the same Java object.

Difference in bidder behaviour can be governed by Business RulaseEngi
Bidder decides to make bid or not

Workflow returns to Auctioneer ; Announces results of bids publicly.

If only one bid, auctioneer object announces end of workflow.

Workflow goes seller who transfers ownership to buyer.

If more than one bid, workflow returns to 5.
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As workflow is long lived and compatible with XML/ JMS messaginhgvould be
possible for 'agents' to live one or many servers. Trust igsuef as payment and
protocols) are obviously easier if all agents are within ourrenmient (but these

problems are not insurmountable)

Note that the 'Agents’ in the above implementation are not utdypamous, but the use
of the workflow allows us to mimic autonomous behaviour in a well urmtest

environment, while still getting the benefit of emergent behaviour

The use of Rules in step 5 allows users to state their prefsrénquite a sophisticated

manner.

In this example, a lot of information is publicly available, buvduld be feasible to

have private messaging between components to mimic privateosidersations.

7.4 Enhancements of existing Frameworks

In addition to new areas for research, existing components in tlentealution could

be enhanced. These can be summarized as follows:

Enhancements to the Web 2 frameworksAvail of additional Web 2 Frameworks to
allow the benefits of the knowledge based approach (as describeddissieigation) to
be shared by non-Java programmers. This includes be dynamic languelyes Ruby,
Python and PHP, which can now run within the standard Java VirtudliiaGIVM).
This combination would allow rapid development of the user interfaitie rapid
evolution of the business rules and workflow.

These enhancements could include the use of frameworks such as d&wossvBich
aim to have the flexibility of the toolkits such as Ruby on Rail$ within the Java

language. JBoss Seam also give out of the box integration witk ButeVWorkflow.
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Enhancements to Searchtmplement further plugins and feedback mechanisms into
the existing search API to fulfill the Red-Piranha search esgingential as a 'learning’

search engine.

Enhancements to Rulesuse the newly released Drools Solver [43] as part of the
implementation mechanism for the Pseudo-Agent area suggestegnevimis

section.

Enhancements to the Workflow:to cover the cross server Oracle JBPEL mechanism
(Java Business Process Execution Language). Allow for mesdagamgl from the

workflow using Java Messaging System (JMS) and Apache Axisemfices.

7.5 Conclusion

Chapter 1 introduced the problem of managing knowledge in today's econaihtiea
importance of doing it right to gain a competitive edge. It shows tnagitional EIS
systems have failed to resolve these problems and some obtles that need to be

resolved.

Chapter 2 covered the problem domain. It describes the symptomslamk aof
knowledge management. It introduced some possible solutions in fornmtefgEse)
Web 2.0 and splits the task before us into workflow, business rukashsand rich

Internet applications.

Chapter 3 gives a summary of the background technologies. It explagisis a
framework is, the motivation behind using them and our choice of cameefvorks to

move towards the solution. It also details the behind the scenesvicaks.

Chapter 4 covered the solution design. It gives details on the methe&soleing to
build the frameworks and projects using the framework. It outlilegequirements

that these methodologies produced in each of the key areas.
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Chapter 5 gave details of the Technical Solution. Starting wkghimplementation
methodologies, it details the components that are available teubed and how they
build on underlying frameworks. It referred to appropriate appendicepaamis in the

code should the reader wish to delve further.

Chapter 6 described the testing and evaluation that was carried thiet jpmoject before

acceptance by the end users. It covers the 4 main strands objte. pr

Finally, we outlined possible areas for future work based on pseudtsayel web 2

rich Internet applications.

Overall, we described the problem of knowledge management to gaompletive
advantage. We then introduced technologies and a possible design\e ieged part
of our evaluation we demonstrated that this solution was sufficeensdveral end
customers. Finally, we described several areas for furthestigation to build on this

successful framework.
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Appendix 1 — Red Piranha Folder Structure

1 2

3 Directory 4 Comment

5 +---common 6

7 | \---lib 8 Libraries that are common to the core
and samples

9 +---core 10 Red-Piranha core. Used by All the
samples.

11 | +---build 12  Where Java files will be compiled.

13 | +---distrib 14  Jar and War files for distribution

15 | +---logs 16  Any Log files generated during the
during the running of (core) Unit tests

17 | +---src 18 Java Source files

19 | | \--net 20

21 | | \---fp 22

23 | | \---rp 24

25 | | +---axis 26  Axis (Web Service) Related Code -
Server

27 | | | \---client 28 Axis (Web Service) Related Code -
Client

29 | | +---common 30

31 | | | \---exception 32  Exception Wrappers used by Red-
Piranha

33 | | +---drools 34  Code to interface with the Jboss Rules
(Drools) Libraries — give business rule
functionality

35 | | +---hibernate 36 Code to interface with the Hibernate
(Java Object to Relational Database
mapping) Libraries.

37 || +---hypersonic 38 Code to interface with Hypersonic
(Lightweight Java Database, in
memory or file based)

39 | | +---jbpm 40 Code to interface with Jboss Workflow
(JBPM — Java Business Process
Management) libraries

41 | | +---jms 42  Code to interface with the Java
Messaging Service

43 | | +---search 44  Code to interface with the Apache
Lucene Search and Indexing Engine,
provides a lot of extra 'Adaptive
Search' capability

45 | | | +---back 46 Interfaces with other Systems

a7 | | | | +---datastore 48 Classes that Store of Search Meta

87 of 154



Financial knowledge capture using Red-Piranha: Paul Browne
Rules, Workflow, Search and Enterprise Web 2.0

2
Directory 4 Comment

Data

49 | | | | | \--vocabulary 50 Semantic information

51 | | | | +---extractor 52  Classes to extract data from various
sources

53 | | | | +---index 54  Extensions to the Lucence Indexing
Engine

5 | | | | +---search 56  Extensions to the Lucene Search
Engine

57 | | | | \---struct 58

5 | | | +---common 60 Common Search Classes

61 | | | | \---util 62

63 | | | +---mid 64 Classes to implement the Business
logic in the application

65 | | | | +---category 66 - divide searches into different
categories

67 | | | | +---feedback 68 - process feedback events from the
user

69 | | | | +---global 70 - global searches

71 | | | | +---intelligence 72 Business Logic

73 | | | | \---loader 74  Loads the various plugins

75 || | \---plugins 76  Plugin points for the application

77 || +---spring 78 Interfaces to the Standard Spring
Framework Libraries

79 | \---test 80  Junit Tests. The folder structure mirrors
that of src.

81 +---doc 82 Javadocs for RP-Core and the various
samples.

83  +---red-adaptive-search 84 Red Adaptive Search Sample

85 | +---distrib 86  Where the built war / jar file will be
available.

87 | +--lib 88 Libs specific to this sample

89 | +---src 90 Java source code specific to this
sample

91 | | \--net 92

93 | | \---fp 94

95 | | \---rp 96

97 | | \---search 98

929 | | +---simple 100 Simple Search (no adaptive
functionality )interface.

101 | | \---ui 102

103 | | +---command 104 Command line interface

105 | | \---web 106 Web Interface (adaptive Search)
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1

3 Directory

107 | +---test

109 | \---war

111 | +---adaptive
113 | | +---category
115 | | \---plugins
117 | \---simple

119 +---red-financial-calculator
121 | | +---dwr

123 | +---logs

125 | +---src

127 | | \--net

129 | | \---fp

131 | | \---rp

133 | | \---drools
135 | +---test

137 | \---war

139 +---red-financial-workflow
141 \---snippets

2
4
108

110

112
114

116
118
120
122
124

126
128
130
132
134

136

138

140
142

Paul Browne

Comment

Junit tests for the sample Source.
Mirrors the folder structure of source.

Folders and files that are needed to
create the deployment (war) file.

Adaptive Search specific War files

Creates a folder that search meta data
will be stored in at runtime

Plugins to extend the search engine
Simple Search Specific war files
Red Financial Rules Engine Sample
Dwr libs

Logs when the sample is run via test
scripts

Tie the Servlet / Web application to the
Servlet based rule engine

unit tests for the sample Source.
Mirrors the folder structure of source.

Folders and files that are needed to
create the deployment (war) file.

Red Work Flow sample

Useful bits of code that are not (quite)
full samples.
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Appendix 2 — Glossary

Knowledgesphere

Everything a user knows in their head.

Knowledgebase /

All the information that the user has told RP About. The Knowledgebabeided into
many categories.

Category

Set of Data e.g. ‘My Links’, ‘Java Information’ or ‘job links’

Users can add categories as they see fit by pressing ‘Addizfion button’

Each Category has one Datasource / Data Extractor.

Keywords

Any words that the user is interested in / likely to search on.

Scores

How good a match a piece of information is to what (keywords) thesikmking for.
Scores are updated using user feedback so RP can ‘learn’ whagtheanss.

Index

Summary Data (maintained using Lucene Indexer) of all the d#ite Bategories, so
that it can be searched quickly.

There is one index per Search plugin. For Phase one, this means oneciruds the

RP application.

As the Index data is a summary of data stored elsewhere @gdaias), the index can

be dropped and recreated.
Search
Find keywords and information in the index.

Datasource

Anything / anywhere with information that we are interesteddocuments, Web Page
at URL, Directory, Files such as HTML, Text, Bookmarks vdtaites and Browser

History, Google Search results.
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Spidering

Extract (web) links from Datasource , get the documents at limkse then parse and
(if required) spider in turn.

Parser

Used to break down Datasource into smaller ‘bits that we amesteel in.

e.g. parse a web page for URL's and key words associatedwith i

Intelligence

Combine multiple search results and filter according to what wé& the user is most

interested in.
Plugins

Allows easy extension of RP. As long as a class implemeafe§irzed interface (see

appendix) , then we can ‘discover’ them at startup.
Plugins can refer to other plugins.
Plugins used for areas such as Search/ Data Source Extraatiefigence.

Tuple

Most basic (organised) piece of information known by RP. It isdtoréhe RDF

format <Object>-- Relation <Subject>.

See resources in Appendix D for more information on the RDF format
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Appendix 3 — JBoss Rules — Drools Setup

The installation of JBoss Rules Engine is very simple.

1. Download the JBoss Rules Engine (Drools) from JBoss website -

http://www.jboss.com/products/rules.
2. Please use the latest version of 3.0.2 where it is optimmmecthach faster

than previous versions.

Create new Java project in your preferred IDE.

Extract the zip files and copy all of the jar files into yoewly created Java
project’s build path. Using Eclipse it looks like the screenshot.

There are four main jar files required by the Drools itsetfdiionally, you need to

include all the dependencies jar to the build path as well.
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Appendix 4 - IBPM workflow Setup Notes

Install notes

- JBoss IDE , but download latest version of Jars (bug fix)

jBpm Standalone

- Download from http://labs.jboss.com/portal/jbosside/download/index.html
Jboss 4 Server setup

- Download

- Unzip

- (Google Desktop stop)

- Qo to correct server bin directory
- run\bin\run.bat

JMS sample Setup

- based orttp://www.onjava.com/pub/a/onjava/2006/02/22/asynchronous-
messaging-with-spring-jms.htmi

- added libraries from main rp2 code / jboss classpath

- log4j.xml into classes directory

- changed location of spring file (to project root)

- Changed to use file based spring setup (for Eclipse) - new
FileSystemXmlApplicationContext("e:/projects/sample-spring-joasiapp-jms-
spring.xml");

- changgbossmgq-destinations-service.xad per article
- add onjava queue.xml to end of file

Hermes Setup

- make sure using Java 1.5 (hack if need be)

- download from hermesjms.com (be careful as to version

- move hermes up one level (so it is software/hermesmaq/bin)

- modify hermes.bat to make it run

- Setup for jboss as péattp://www.hermesjms.com/demos/jboss_config.html
- use pc name instead of localhost (settings in Article)
- make sure loader is jboss 4.0.4 (or your version number)

Configuration with IMS

JBPM
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- download JBPM jars
possible to run without deploying to DB
(current) run - read file from deployed file on disk
(explain what different files are)
next - deploy to db
next -deploy to seam

SERVER CHANGES

- added to logging.properties
- datasource (default/ds)

AXIS DEPLOY - SERVER

- testhttp://localhost:8100/axis/happyaxis.j@r RedFinancialWorkflow)

- copy activation.jar to C:\software\Tomcat5_5\common\lib

- test for javac on classpath
http://localhost:8100/axis/EchoHeaders.jws?method=list%20(tools.jar%200n%20cl|
asspath)restart tomcat

- may also need to install mail.jar / xmlsec.jar

AXIS PROJECT SETUP

- copy of w from axis (webapps) folder into project
- axis.jar / axis-ant.jar / commons-discovery.jar / commons-uggir
- jaxrpc.jar / log4j.jar / saaj.jar / wsdl.jar

- copy of view files into 'view' folder

- added source and test files

- new jws file based on echoheader

- http://localhost:8100/direct-process-

flow/DirectEvent.jws?method=echo&param=test
- ensure ANT and Tomcat versions of Java are the same (we 6%ed 1.
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Appendix 5 — Red Piranha Licence

Red Piranha is made available under the terms of the standarlic&fie Version 3.
What this means in practice (and remember that | am not @tasg go through the

text yourself!)

You are free to download and use within your organisation
You are free to download and use for clients (without any modditsti
You are free to develop solutions extending it within your orgaorsati

You are free to develop solutions extending it for your clients.

o > w NP

You are free to offer hosted solutions using it (including customfitaiithns)

- e.g. Software as a service.

For point 4, if you give / sell solutions based on Red Piranha to@a8nd(e.g. Client)
you must publish the changes in some readily available format (lipthia means via
the internet, most people use a site such as sourceforge) antherakavailable under
the terms of the GPL.

Point 5 is one of the areas addressed by the 3rd version of theu@flr;version 3 of
the GPL, you must publish your changes even if you not release thebcbtiest on

behalf of others on your own server.

Of course, even though the GPL gives you a lot of flexibilitydveg@preciate any

contributions (code, financial or otherwise) that you would like to gwhe project.
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Appendix 6 — Red Financial Calculator and web 2.0

Notes from Draft Article

Uses Ajax techniques
Knowledge capture from users in form of excel spreadsheet
Excel Spreadsheet but could be Google

Agile testing
o0 Continuous beta
o0 Fitnesse

It hurts that Ruby and not Java that is seen as the 'coolest Waln@uage'. It hurts
even more that Ruby strong points (such as Project Ajax interfackE®/eb 2.0
Nimbleness) can be painful for Enterprise Java programmetsisigdction, we show
that it doesn't have to be this way if we use frameworks suSlrats, DWR and JBoss
rules. We show how to deploy applications with the agility of Ruimy power of Ajax

based web screens, yet still have the performance and stalabHinterprise Java.

Business problem

o Familiar to Java

o Need more powerful interfaces

0 Excel spreadsheets (and problems associated with them)
Good for rapid response , rich user interface , hard to distrugue

0 Web apps
hard to change

Ajax and Web 2.0

o What is different about web 2.0

0 Alternative Java — Web Frameworks

0 Reference to Struts-Ajax section

Review of Rules Engines

0 Summary and links to previous 3 articles (2 by PB, 1 PB-David)

0 Where we got to: Command line user interface , but not veryirexédr the
user!

Getting started

o Converting Drools to 'conventional' Web 2.0 project

o Struts

o Overview Diagram (from previous PB section)

o Ant build

0 Quick deployment to Ant

Explain problems with this

0 Excel — users are used to rich intereraction

o Figures can be out of date

Adding DWR to the Mix

o Libs
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o Code
o How DWR works
Architecture
API
Calls
Security
Testing with Fitnesse
Summary
0 Where we got to
o Other applications for this technique

Nowadays, web applications are getting more and more popular.iéogueéstion is
how to create your web application more interactive? Wellpasnay have realized
that the traditional web application constantly refreshes theylgeever it needs to
display the information retrieved from the server side codestbatie users.
Unfortunately, this may be disturbing especially in cases wjarédave few combo
boxes where a value of the next combo box is dependent on the value chbgen in t

previous combo box. You may end up in having multiple refreshing of the.page

Fortunately, AJAX comes to the solution. AJAX is basically usiregadvantage of
JavaScript that runs on client side to be able to call the codls server side

synchronously.

How to Set Up Struts together with AJAX?

Several alternatives to DWR — do round of plus and minus of these
Are we also going to use Ruby to carry this out?
Or do we tie this into Fitnesse

We are going to use AJAX DWRhtp://getahead.ltd.uk/dwas well as Struts to

enhance our application in the previous section to be more intera&ii&X DWR is

the AJAX specially produced to integrate with Java environment.

Well, assuming that you have your Struts ready, what do we baleetb include
AJAX features? You are required to download the jar librariedJ&X DWR. There
is only one jar file called dwr.jar. You should include this jbr fo your web
application’s WEB-INF/lib.
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There are many people saying that AJAX is actually not compatiith Struts. Well,
their views may be right but it does not mean that we do not mgweay to utilize
AJAX and Struts together. Out of curiosity, why do people claimAldaX is not
compatible with Struts? Simple, Struts has its own FormDatelss Action to
manage the flow of the entire application. Consider for our mortgaigelator
application in the previous section, if we use Struts, Struthaildle every aspects of
our application such as passing the data to and from the JSP, exbasimess logics
and etc. Similarly AJAX is also intended to control the passirigeotiata to and from
JSP. So basically, Struts and AJAX are playing the samensibility in this case.
What can we do? Though we cannot use them together but we can desgurcit a
way that Struts is used for managing the flow of application ard8Rgwhile AJAX is
used to manage the passing of data to and from JSP without refréghpage. Hence,
while we still can optimize the use of Struts, we also hheertteractive web

application delivered by AJAX.

Okay back to our AJAX installation, after putting dwr.jar into oetvepplication’s
WEB-INF/lib folder, we need to modify our web.xml to include fewriestfor AJAX
DWR. Please add below codes into your web.xml. Below codes mustiadirml to
ensure that AJAX is working properly. It maps the AJAX’s sdrstethat it is

accessible from our web application.

<servlet>
<servlet-name>dwr-invoker</servlet-name>
<display-name>DWR Servlet</display-name>
<servlet-class>uk.Itd.getahead.dwr.DWRServlet</sepléss>
<init-param>
<param-name>debug</param-name>
<param-value>true</param-value>
</init-param>
</servilet>

<servlet-mapping>
<servlet-name>dwr-invoker</servlet-name>
<url-pattern>/dwr/*</url-pattern>
</servlet-mapping>
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Additionally, we need to create one more file called dwr.xmhwibur WEB-INF
folder to define the objects that are visible to AJAX. This rewfile defines what
classes we can execute from AJAX, what are the availaplleans, what are the

available fields and etc.

For the sample in our previous tutorial, | would define my dwr.xml hié&kow.

<dwr>
<allow>
<convert converter="pean"
match="net.tutorial.drools.Calculator">

<param name="include" value="loanSought, termS ought,

valuationValueOrPurchasePrice, mortgageType, rateTy pe, rateTypeValue,
loanToValue, combinedPreTaxAnnuallncome, combinedNe tAnnuallncome,
combinedNetMonthlylncome, ndiMaxMinRent,
maxAllowableMortgageRepaymentReq, maxAllowableLendi ngPolicyReq,
maxLoadAmountMinRen, maxLoanAmountMultipleIncomeMax ,
loanAmountWithinCriteria, applicantl, applicant2" / >

</convert>

<convert converter="bean"
match="net.tutorial.drools.Applicant">

<param name="include" value="status, employmen tType,
occupationType, actualBasiclncome, allowableBasicln come,
actualOvertime, allowableOvertime, actualBonus, all owableBonus,
actualCommission, allowableCommission, actualOtherl ncome,
allowableOtherlncome, preTaxAnnuallncome" />
</convert>
<create creator="new" javascript="DroolsLoadCo nf">

<param name="class"
value="net.tutorial.drools.DroolsLoadConf"/>
<include method="executeCalculation"/>
</create>
</allow>
</dwr>
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Do not be afraid if you do not really understand them. They are lyotste simple. It
looks rather complicated due to the number of fields that are blaia AJAX. The
dwr.xml must be started with the <dwr></dwr> tag and followed ddjow></allow>.
Next, let's have a look at the <create> tag. This tagrisally used to make our Java

class available within AJAX.

<create creator="new" javascript="DroolsLoadConf">

Above codes are used to create a new object accessible inwiith¥he name of
DroolsLoadConf. It also will create one additional JavaScriptvithich should be
included into the JSP. Within the <create></create> taganepecify the

<param></param> as well as <include></include> tags. Whahay used for?

<param name="class"
value="net.firstpartners.redpiranha.mid.DroolsLoadC onf"/>

<include method="executeCalculation"/>

They are used to define which Java class that the <createate’eshould belong by
specifying the packages of the Java class. We also need tifyiddrst are the methods
in our Java class that are accessible from AJAX. Thihieyevthe <include></include>
tags are used. They are used to define what methods within theldas should be
available in AJAX. For our case, we have defined a methodadaifrom the AJAX

which is executeCalculation.

Now, if you look at the codes in Java side, executeCalculati@iuming a value back
in the form of JavaBean (Calculator). How does AJAX handleh&dis a new tag
called <convert></convert> to solve our problem. This tag i<hlgiused to map the
object in AJAX with the object in Java programming so that ousBean is available
within AJAX. Furthermore, we should declare all the fields inJawaBeans that
should be available in AJAX.

<convert converter="bean" match="net.tutorial.dr ools.Applicant">
<param name="include" value="status, employment Type,
occupationType, actualBasiclncome, allowableBasicln come,
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actualOvertime, allowableOvertime, actualBonus, all owableBonus,
actualCommission, allowableCommission, actualOtherl ncome,
allowableOtherincome, preTaxAnnuallncome" />

</convert>

Above configurations are basically used to declare a bean derorad f
net.tutorial.drools.Applicant to be available from AJAX. AdditiopdHis bean has

some fields such as status, employmentType, occupationType and so on.

That's all. We have completed our AJAX configuration. Next, wedrnte know how to

execute them from our JSP page.

What should we add in JSP?

If we have configured everything correctly, DWR AJAX willnggate few javascript
files. Do you remember that we have created one javascrigit@g¢hat it is accessible
from AJAX using <create></create> tag. DWR AJAX wilbduce one file for it. In
short, if we have five <create> tags; we would also harxejéivascript files

respectively.

<script src="dwr/interface/DroolsLoadConf.js"></scr ipt>
<script src="dwr/engine.js"></script>
<script src="dwr/util.js"></script>

For our tutorial, we are only required to import three javastilgst DroolsLoadConf.js
is required because we want DroolsLoadConf to be available fronX ASéy the

engine.js and util.js, they are the required files to ensuretimadJAX is running

properly.

How do we know that AJAX has completed its processes as it @&/antrefreshing the
page? We can utilize the callback method in determining whethprdbess has been
completed or not. It means that if AJAX has completed its presggsecuting server-
side codes), it should finally execute the callback method that veedsdined
previously. Hence, we can put any finishing codes that we wouldhlitkes callback

method to complete the process.
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Subsequently, in our JSP, we can merely call DroolsLoadConf.exedaidgion to
execute the server side codes. Now, executeCalculation methgdsaaae parameter
with the type of Calculator. We have already defined Calculat@Bean by using the
<convert></convert> tag. So now, we should be able to passlit aasilustrated

below.

var cal = new Object();
cal.rateTypeValue = 10;
/I set all the values here

DroolsLoadConf.executeCalculation(cal);

We have not completed yet. Where do we define the callback method® Sadd one
more parameter to the executeCalculation which is the name cdltback method.
Although in the server side the method only accepts one paramégeX,ig allowing
you to define tow parameters where the latter is used to daéreatlback method. So

you should have something like below.

DroolsLoadConf.executeCalculation(cal, displayBack) ;

How does it work? AJAX utilizes the use of the XMLHttpRequegidass the data to
and from the JSP. XMLHttpRequest object will be used to carrintbemation

required and due to its nature, we can get the response back witheshirg the page.

Back to our sample, | will also need to create one more functimy idavaScript to
handle the callback method.

function displayBack(calculator) {
/I set back all the results to the JSP
}

That's all. Yes, that’s all. You have configured AJAX DWR ouy J2EE web

application successfully.

In order to enhance our application in the previous section, you may hisnkay. If
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the user has entered any data or information to one of the textboxegd/énrsibmit
them by executing the method which will subsequently execute the BBtEss Engine
in server side. Then, in the callback method, we need to displagshk back to the
JSP. By doing so, we will not have to refresh the page tactéfie changes and the
users will be able to see the results instantly. AdditionAllX is JavaScript and

hence, you can combine them with any other JavaScript.

Notes:

Make sure to cover stuff about initial struts load / subsequentaati@ns / final submit

if required

What Red Financial Calc gives you over the base

Integration with workflow (without the additional dependencies of JboasBe
Rule Caching , both as DRL and compiled / serialised Java fiis.can reduced
startup time by 5-10 minutes.

Testing ability

Web Deployment

Spring Integration

0 Explain what this means from a non-technical viewpoint

Web service (on top of m4)

0 Spring Integration in M4

1 Deployment

Download as per chapter x

Build ant file

1.1  Deploy

Where to deploy
From the command line
As a web service
As a Web applications
Call from Junit / Fit Tests
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Tech notes

Future Dev: Component for Excel / DRL Management / Save as kany

What items to contribute back to Drools / Jboss rules project?

CalculatorFormBean uses Calculator to store value(nothing speaia on here, just

makes it easier to convert our previous sample to be Strute awar

Talk through setting up struts application / use of jsp
Talk through adding

Talk through build file & build tasks

Struts Validation

Webservice

T2& T3 talk through 1+ 3 steps

o Calc using drools

o Standard App / Web 2 App /

Now we're going to show you how to do this ...

Setting up the Data
0 JavaBean

Rules in Excel
0 Setting the Scene
RuleSet
Import
o Format of basic table
Basic Drools Keywords
Condition
Action
0 Format of Excel
Dropdowns
Hide / show
Colours
Notes
o Drools conventions used
Calling this from Java
o Code Snippet
o Times
Important notes
o Performance
o Datain Memory
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o Other Data formats
o .Netand IKVM

More advanced features

No Loop

Salience

?? Rule Versioning in a database

?7? Store rules , like you would other code

Rule repository (& web based editing)

Reference to source code

Plug for later section

o Later on we'll see how to take this and deploy as Web application

O oO0Oo0oo0oo
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Appendix 7 - Red Financial Calculator Usage Notes

Using The Sample : Red Financial Rules

Deploy MortgageCalculatorWeb.war (not attached) onto your WebSé&iwver

Tomcat this can be as simple as copying into your local webapptodjrec

Open the RP Web page in a Browser — this should be something like
http:/localhost:8080/MortgageCalculatorWeb/index.jsp

Wait a few moments for automatic rule compilation

Change the Figures — the Mortgage Calculator automatically gpdate

Rules - Behind the Scenes

In this section, we are going to see how a simple Excel filecaaily be used to manage
the business logics of the application. Using one simple Exceafitg of the problems
in maintaining the business logics are solved. The illustraticowo shows how

simple it is.

In short, we have found an easier way to manage our business legite @e Excel
file, use a standard Java program , and deploy anywhere. Yoalneagy created a
special, loosely-coupled business logic layer for your applicatiencé{ by the end of
the tutorial, you are expected to be able to implement JBoss Rudgse in your real

application.
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What is the JBoss Rules Engine?

JBoss Rules Engine (formally known as Drools) allows you to ddimeules for your
application. What does it mean? It simply means that you can deérimisiness logics
or rules of your application in the separate layer. By thisassaeducing the level of
independences and the rules can easily be modified and managed by &hgamest
important thing is that the changes in the business logics wouldheleast impact to

the other components of the application.

What we cover in this section

The end of this sample is being able to run the drools calc via/juaih

Add recap of what rule engines are & what is jboss rules (@faevious
articles

Add advanced features (e.g. Write your own rules language)

make note of the key directories to look at

Note that while this is from Jboss, it will work in all oth@paservers and
environments, including Tomcat, Oracle, Websphere and Stand Java (no

application server)

1 Using the Red Financial Calculator in your Enterp  rise

1.1  Write in Excel , deploy anywhere with JBoss Rul  es

'‘Write in Java , deploy anywhere' used to be the slogan of Jaat.ifWe could write
business logic in an Excel spreadsheet, get the business ckgmrave it, then deploy
anywhere as part of our Java application? This section shows yow lionttis using
the JBoss rules (Drools) engine to give us scalable yet niaméprise Java

applications.
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This section will show business users how to write rules , ardanit of java code,

deploy them either as a command line ??? or Web 2 application.

The code samples used here are available online as part ofi-jhieargha project ,

freely available under the GPL.

1.2 Basic of JBoss Rules Engine

Before looking at the section’s sample, it would be good for you to héwvief look at
the JBoss Rules Engine’s basic. How the JBoss Rules Engine Wdr&s® are two
ways we how JBoss Rules Engine maintaining the business logits we define the
rules for our application in the XML files as a repository. Secard,JBoss Rules
Decision Table to define all of your rules. | personally pretethe second way as you
will see later on, using Excel file to manage the businessdagjiextremely simple and

efficient.

For more details, let me explain each of the way in more getaithe first way, JBoss
Rules Engine detects the XML file where all the rules ecated, parses it and
compiles it into the format that can be understood by the JBoss RigasEln the
second way, the Decision Tables is basically converted into akitetnporary XML

file which will be compiled to the format that the JBoss Rulegifie can understand.

Note that while Excel is the storage format, it is only tioeagle format — other than the

one of load data , there is no use of Excel at runtime.

In this section, | am going to show you an alternative techniquasfsJRules Engine
called JBoss Rules Engine Decision Tables. JBoss Rules Engaigdh Tables is
created in a simple Excel file and it can either be in theddaft Excel or OpenOffice

Excel format.
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Excel is a good way to manage our business logics or rules becaetesbvidely
used and most of the people (technical or non-technical people) aliafamihow to
utilize it. If your business logics are implemented in the cdoe® will be so many
problems occurred. For example, if the business needs some matfificathe
business logics, they need to call the Information Technology (dpled¢o apply the
changes. They will need few hours to explain what changes they mathieal T people
may take another few hours time to understand what’s going on.Haweseparated
the business logics, the non-technical people may easily look latigiveess logics and
apply the modifications necessarily. Well, let's have a glancthe below illustration

on how to produce our first Decision Tables in Excel.

Keywords

There are few special keywords available for our Excel fitas.not hard to understand
it. What you need to do is to grab the concept, know how it works and gibpaee

ready to go further.

In order to identify the starting of our JBoss Rules Engine DetiBable, we must use
the keyword‘RuleSet”. “RuleSet” occurs only once in our Decision Table. It is mainly
used to mark the starting point of our Decision Table. Additionatly,gan name your
RuleSet with any name that you want just right after the keytRuteSet”. By
specifying the RuleSet, it also means that you have creatauittakeskeleton of your

JBoss Rules Engine Decision Table.

Besides RuleSet, we have a similar keyword cdRadeTable”. Unlike “RuleSet”, we
are allowed to have more than dRaleTable” in one Decision TabléRuleTable” is
the place where the rules are defined. Why can we have morerted&uleTable?
Simple, your business logics definitely are not simple. You mag taarious rules for
your businesses. This is where the RuleTable is used. Normadly, RuleTable has its
own specific functionality. For example, we may have a RuleTtabtalculate personal
tax, RuleTable to calculate Net Disposable Income (NDI) andBgteplitting among
RuleTable, we have simplified the business logics itself.chiflections of

“RuleTable” are integrated into one hapfiyuleSet”.
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Then you may also need to know the keywtndaport”. “Import” plays a similar role
to the import keyword in Java programming language. You need to irhpapécific
Java class in order for them to be accessible within your Jdss Engine Decision
Tables. For example, in order for your business logics to run progetyjefinitely
need to pass some parameters to the Decision Tables. In nessttbagparameters may
be a Java classes. This is where the import keyword is usechééd to import the

class / object prior accessing it in the Decision table.

Next is“Sequential”. By specifying théSequential” to true, it means that we are
forcing the compiler to read our Decision Table from top to bottom.edew we do
not really need to specify it as we have already usedutbe identificationto solve our
problem. Do not worry if you are not sure on whatrlles identificationis about. It
will be explained in more depth in the next section. Just keep in yowr timat we have

a technique called rules identification to solve our problem.

Now, you need to know the differences betw&sGTION” and“CONDITION” as
well. These keywords are simple and straight-forward. If you treveondition to be
satisfied, you will also have the action to be taken based on whnctitions have been

satisfied. It is practically similar to the “if then” imvJa programming languages.

if (@a==Db) {
System.out.printin(“a is equal to b”);

Look at the Java codes above, we can say that the “if (a =ashilfeCONDITION and
the “System.out.printin(*a is equal to b”)” as tA€TION. Within oneRuleTable we
can have more than one CONDITION as well as more than one ACa&s0t is
possible and likely to have more than one if condition and more than oo ithe

conditions are satisfied.

Working memory“s a location where all the rules (facts) will be loadedeHe the

concept. How do you actually pass the object / java class sib ithatcessible within

the JBoss Rules Engine Decision Table? The answer is that dot sbfisserted into

the working memory. Normally, we call those asserted objecEaats. Then the
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Decision Table should be able to obtain the object / java classifi®morking
memory for later use. You can also retract it or modify étr&t means that you are
removing the facts from the working memory so the object is no tapessible
within the working memory. Modifying the facts is common and alwysirred. You
need to remember one thing. If you modify the facts, all the faitt be refreshed and

executed again.
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So it would be good to have a sample on how to modify the object. An olexaogple
would be if the condition of “a is equal to b” is satisfied then you tesdt “c to be
equal as a subtracted by b”. In JBoss Rules Engine Decision Yableave a special
command to do that. It is callédchodify(object)”. Hence, if you have the conditions

like below,

if (@a==Db) {
System.out.printin(“a is equal to b”);
c=a-b;

Then later on, in the ACTION of your JBoss Rules Engine Decisatnte] you need to
specify “modify(c)” to apply the changes to the object with theenafrc. Additionally,
if you have completed all the rules in the Decision Table, yowspacify the special
command calleddrools.clearAgenda()"which will subsequently removed all the
objects from the working memory and stopping the process of the JBossRuiigion
Table.

There are other keywords as well suclie&l” and“var:Type(condition)” which will
be explained in more detail in the next section. The reason whipdated in the
subsequent section because it would be much clearer and much undersiagdable
can read it together with the sample of the section. Just ahshist“eval” is normally
used if you would like to check whether two variables are on the galones or not.
The best thing about the eval keyword is that it accepts the guaiecddes within the

Decision Table. Hence, for the Java-familiar person, using®dasirable and easy.

Next, we havévar:Type(condition)” or normally we called this Field Constraint. This
keyword is used mainly to get the object / Java class fromwdhdng memory and
assign it to the variable var. Later on, we can deal witlchia@ges to the variable with
the name var which is assigned earlier instead of dealing lwgtblject from the
working memory directly. This is the standard way of accesbm@bject in the

working memory within Decision Tables.

Regarding the performances, eval will be slower than the ywae(€ondition) because
eval is not indexed while var:Type(condition) is indexed. Most peopleandéamiliar
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with Java found that using eval is much easier than using tree Gagistraint.
However, Field Constraint will be much efficient and fasteyu ¥an think of Field
Constraint as the SQL language where it tries to specyfidafine the conditions and

thus it is fast. However, the margins of speed are smadieW seconds).

Another hint to improve the performances of our application is tdeet t
“drools.compiler” to use the JANINO compile which is embedded. Very simple.
What you can do is that you can set the System properties (drooldemmmgjava to
be JANINO. This is the snippet of codes on how to do it.

System.setProperty("drools.compiler”, "JANINO");

You may locate above codes just before you load your Excel filehiatdBoss Rules

Engine.

Red Financial Calculator

We implement our first simple JBoss Rules. Well, let'sgour sample.

Scenario:Consider that we are having a mortgage home loan calculatocapii As
you know that home loan calculator is normally used by the financtglimens to
determine on how much loan can be given to the applicants based om applécant’s

factors such as occupation, salary, marital status and etc.

For our illustration of the section, we are going to see on howldalate the Net
Disposable Income (NDI) rate. As you know that in most of the hoare dalculator,
Net Disposable Income (NDI) rate plays an important role ircéheulations. Do not
worry if you are not sure on what is it used for. Normally, tle¢ Disposable Income
(NDI) rate for each applicant is different based on certainstypable below illustrates

the conditions to determine Net Disposable Income (NDI) rate.
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Combined Pre Tax Annual Income Net Disposable Income

for Applicants (NDI) Rate
< 19999 0 %

< 39999 38 %

< 49999 44 %

< 79999 48 %

< 1000000 55 %

>= 1000000 60 %

Yes, a simple “if then” in Java should solve the problem. Howelat is the main
purpose of the JBoss Rules Engine. We are going to store the busgiess the
separate layers. By doing that, the application is more maatiigi and has loose
dependencies. Additionally, by using the JBoss Rules Engine Decisibe, Tve can
allow the non-technical people to modify it as well. Hence, how deol it in JBoss

Rules Engine especially in the Decision Table?

Go ahead and create a new Excel file. Do not forget to add th8d&ulmport (if you
want to access the Java class from the working memory) anid gtould look like a
below illustration.

Above illustration explains that | have created one RuleSet hétiname of
HomeLoanCalculator. Additionally, | have imported the Calculatavelsas the Utility
classes so that | can use them within my JBoss Rules Detaide. Yes, that's all.
That's all you need to do to start off our JBoss Rules DecisioreThlblw, we need to
add the RuleTable to calculate the Net Disposable Income (Ni¢). R

Invoking the Rules Engine

Before we are going any further, it would be good to know on how to inteke t
compilation of this JBoss Rules Engine Decision Table from ourcdades. Well, it is

simple and everything is available from the JBoss Rules Esgikfey.

Replace this with sample from RP Core — spring table decisideroa
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[l initialization
RuleBase excelRules = null;
WorkingMemory workingMemory = null;

SpreadsheetCompiler converter = new SpreadsheetComp iler();
String drl = converter.compile(excelPathHere),
InputType.XLS );

if (drl = null) {
PackageBuilder builder = new PackageBuilder();
builder.addPackageFromDrl( new

StringReader(drl) );
Package pkg = builder.getPackage();

if (pkg = null) {
/I constructing the RuleBase
excelRules = RuleBaseFactory.newRuleBase();
excelRules.addPackage( pkg );

}

/I creating the working memory
if (workingMemory == null) {

workingMemory = excelRules.newWorkingMemory();
}

else {
workingMemory.clearAgenda();

}

Above codes are basically used to convert the Excel file, comjpitel create the
working memory based on the rules. Additionally, if you are intedestou may try to
see what the String drl contains. The drl should contain the rutks flormat that
JBoss Rules Engine can understand. Okay, we now know how to convdBo#ise J
Rules Engine’s Decision Table into the working memory. HoweVigherules will

not be executed at this stage. At this stage, if all the @rdesiccessfully compiled, the
rules are ready to be executed. We just need to call the metficeAdiRules() to start

executing our defined rules.

Prior executing our rules, | am going to create one simple éavaéalled Calculator to
store our Combined Pre Tax Annual Income as well as our Net Dispdeabme
(NDI) Rate. However, we also need one more attribute caRetesType” with the

type of String. This is what | mean by the rule identification.
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What is the use of this rule identification? The answer is siniipis used to make sure
that all our rules are executed correctly and in the correct. akdthin one JBoss Rules
Engine Decision Table, we may have so many RuleTable. How doove which

rules to be executed first? You may say it is from top to dowreasave defined the
“Sequential” keyword as true. Well, you are right. However gh®i@ thing that you
need to pay attention. Once one RuleTable is completed and the ojectiiied, the
rules are refreshed and the first rule that we had just exemagthe executed again
and hence ended in the endless looping. In short, the first rule istedendlessly.
How do we prevent the problem? The answer relies on the “Rulesajtpiute that

we defined in our JavaBean.

For your better picture, this is how the rule identification woFkst, in every
RuleTable, we need to check whether the appropriate rule iseshtisfnot. We can
define it in our CONDITION. If it satisfies the CONDITIQNxecute the rules and set
the next rule to the second rule. We set the first rule to beiexkby setting the
RulesType attribute into some value i.e. cal.setRulesTyp&tRiiie”);. Then when the
first rule is executed, we need to modify the cal object tnaggtithe RulesType into
the second rule’s command by using the cal.setRulesType(“secondRude”)
modify(object). By implementing the solution, we have avoided tiserile to be

executed endlessly.

So this is my latest Calculator JavaBean.

public class Calculator {
private String rulesType;
private double combinedPreTaxAnnualincome;
private double ndiMaxPercent;

public double getCombinedPreTaxAnnuallincome() {
return combinedPreTaxAnnuallncome;
}

public void setCombinedPreTaxAnnuallncome(double v al)
this.combinedPreTaxAnnuallncome = val;

public double getNdiMaxPercent() {
return ndiMaxPercent;
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}

public void setNdiMaxPercent(double ndiMaxPercent) {
this.ndiMaxPercent = ndiMaxPercent;

}
public String getRulesType() {
return rulesType;

public void setRulesType(String rulesType) {
this.rulesType = rulesType;
}

Okay, now, we are ready to go. Next, we need to add / asse@dtuulator Java class
into the working memory so that our JBoss Rules Engine Decision dablaccess and
modify it.

Let’'s modify our JBoss Rules Engine Decision Table into somettkagllustrated
below.

There are a lot of interesting things here.

cal:Calculator(rulesType == "$param”) means that we aigrasg the object with the
type of Calculator (net.tutorial.drools.Calculator) into the \@eavith the name of cal.
Subsequently, we check whether the rulesType of this Calculatoishegunal to the
parameter or not. In this case, the parameters are “EXERULINCOME-RULES-
2"

What is the differences between “$param” and $param? Wedlyifiye comparing or
setting some String values, you should use “$param”. Unlike “$paiiégdu are
comparing or setting some number values, you may omit the double quste so

$param.

eval(cal.getCombinedPreTaxAnnualincome() < $param) means traevehecking
the combinedPreTaxAnnuallncome attribute in the variable with the naoa that

has been set previously. Please pay attention to the $param withow qoatss.

118 of 154



Financial knowledge capture using Red-Piranha: Paul Browne
Rules, Workflow, Search and Enterprise Web 2.0

Pay attention on how do | define the CONDITION as well as th& Q.

Look at the last ACTION where the rulesType are set agaithéonext rules to be
executed and how | used the “modify(object)” command to reflect thegebdo the cal
variable. Subsequently, | used the drools.clearAgenda() to cleaothang memory

and mark my Decision Table as completed.

Conclusion

In conclusion, the flow should be something like this. First, it chedlether the
rulesType is equal to “EXEC-ANNUALINCOME-RULES-2". If is satisfied, it
checks the CONDITION one by one. If the combinedPreTaxAnnuallncolessishan
19999, the first row is executed and the NdiMaxPercent is 0 and ts@ypkis
becoming “EXEC-MAX-RULES-1" and stops checking. If the
combinedPreTaxAnnuallncome is NOT less than 19999, it goes to the nexihdow

checks whether combinedPreTaxAnnuallncome less than 39999 and so on.

Are we done? Not yet, we have not completed our Java codesyeeniber that we
need to first set some values to the combinedPreTaxAnnualincomeQaloutator as
well as setting the rulesType as “EXEC-ANNUALINCOME-RBE&-2" before

inserting it into working memory.

So here are my latest Java codes to execute the JBoss Rgiles Becision Table.

/I JavaBean initialization

Calculator cal = new Calculator();
cal.setCombinedPreTaxAnnualincome(20000);
cal.setRulesType(“EXEC-ANNUALINCOME-RULES-2");

Il initialization
RuleBase excelRules = null;
WorkingMemory workingMemory = null;

SpreadsheetCompiler converter = new SpreadsheetComp iler();
String drl = converter.compile(excelPathHere),
InputType.XLS );
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if (drl = null) {
PackageBuilder builder = new PackageBuilder();
builder.addPackageFromDrl( new StringReader(drl) ) ;
Package pkg = builder.getPackage();

if (pkg = null) {
/I constructing the RuleBase
excelRules = RuleBaseFactory.newRuleBase();

excelRules.addPackage( pkg );
}

/I creating the working memory
if (workingMemory == null) {

workingMemory = excelRules.newWorkingMemory();
}

else {
workingMemory.clearAgenda();

}

workingMemory.assertObject(cal);
workingMemory.fireAllRules();

}

System.out.printin(*NDI Rate is ” + cal.getNdiMaxRa te());

We need to call workingMemory.fireAllRules() to execute our rulde assertObject
method is used to insert the object into the working memory. The afticshould

print out the appropriate NDI Rate if you have configured everyttongctly.

Later on, when you are applying JBoss Rules Engine to your reappdibation, you
may notice that it is quite slow in the beginning. This is b#gittee compiling time as
there might be a lot of rules to be loaded. However, once dnipited, how JBoss
Rules Engine executes the rules is extremely fast and etfitiemy machine, it took

less than a second to execute.

120 of 154



Financial knowledge capture using Red-Piranha: Paul Browne
Rules, Workflow, Search and Enterprise Web 2.0

Appendix 8 — Specification for Rules Based dCalcula  tor
based on Red-Piranha Core

1 Requirement Overview

Convert an Excel Spreadsheet (sample attached) to a Java bjesti Pwithall the
Business Logic / Calculations implemented using the JBoss RDiemls Engine and
the supplied Red-Piranha core. The Web interface to be Ajax baskdage exactly

the same functionality as thé& page of this Excel spreadsheet (screenshot below)

1.1 Process

1. PB (me) will answer questions via Rent-A-Coder (RAC}kKedl : in

general | will send out answers to questionaltsuppliers.

o0 Suppliers make bid on RAC.

The supplied confidentiality statementist be provided as part of the bid

Supplier Chosen by PB. Full Spreadsheet supplied to supplier.

Supplier Confirms working with 24hr (Rent-A-Coder process) and work

Begins

5. Milestone (Partl) Delivered by supplier. 50% of Money paid when
Milestone is accepted by PB.

6. Milestone (Part2) Delivered by supplier. 50% of Money paid when
Milestone is accepted by PB.

Pon

1.2  Attachments to this Bid Request

Specification (this document)

Sample Excel Spreadsheet to be converted.

o Important: Unlike the attached Spreadsheet , the Spreadsheet to be
converted has the formulas working correctly. This (corree)cgin only
be provided to the chosen supplier with the confidentiality statement
signed

Confidentiality Statement (to be Signed by the supplier as p#refbid)

1.3  Milestones / Steps

1. Milestone 1: Spreadsheet converted to JBoss Rules (Drools)tReitma
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1.4

Junit Tests and Sample of how to call from the command line) (i.e.
everything not in step 2).

o Includes all relevant documentation , build , source and config files.
Milestone 2: Project to be packaged as a War file , witix Bpsed Java-
Web interface.

0 Includes all relevant documentation , build , source and config files.

Required from Supplier

1

Web page that looks and behaves like supplied excel spreadsheet

o Only the 1st page of the spreadsheet needs converted. The other pages

are used for calculations.

0 Web Interface (unless otherwise agreed) will be either SBiffing or
Struts Based (suppliers choice)

o Ajax Framework (unless otherwise agreed) will either be proviged
above, or using DWR, Dojo or AjaxAnywhere.

0 Web project will run in Tomcat 5.5 using java 1.5

Command line interface to system

o]
J
0
0

o

o

Full documentation on how to run the system via the command line.
unit Tests (Test Interface)

Junit Tests to run main Java Interface , supplying 5 differésib$elata

, and checking the results.

Junit Tests interface with the system via normal Java @bjexg. Pass

in JavaBean, get javabean back with values).

PB may supply sample data. Acceptance criteria is thaeshits of the

calculations from the spreadsheet match that from the new system

Junit Tests using Junit 4.0

Implementation using Jboss Rules / Drools Engine

o] Rules themselves will be expressed in Excel (using the fapiiitvided
by Drools)
0  Use Version 3 of JBoss Rules / Drools.
o  All business logic will be expressed as rules (everything tnat c
reasonably be expressed as a rule should be done so, with no Java
'Hacks"). Bulk of Java code should be 'Plain old Java Objects'.
o  All Business Logic/ calculations can be changed solely by chatiggng
rules files.
0 Unless otherwise specified , follow the guidelines of the Drodiglas
on O'Reilly (search onjava.com for 'Drools’).
Practicals
o] package structure:
net.firstpartners.redpiranha.mid = everything for milestonel
net.firstpartners.redpiranha.web = everything for milestone2
Junit tests in separate , parallel folder.

0 No Database is required as part of this project

All Sources (including Java , XML, Excel and all other build / aguration

fi

les to be provided.)

Documentation

0o

0o

Javadoc on any code provided to a score of 75% using the Sun Javadoc

checker
Separate documentation such that Junior Developer with 2yrs Java
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experience , no experience of Rules Engines, could do the items below.
Referencing external (web) documentation is ok.
Build the Project from Source , Deploy to Tomcat and test.
Modify the Rules on the project
Understand full structure of project.
Ant Build File with a minimum of the following Tasks
o] Build the project from source into Jar / War file suitable fqgridgment
0 Run the Junit Tests provided
0  Generate Javadoc and run the Sun Javadoc checker.

Notes

All Copyright and title to finished or part-finished work belongs to PB

Glossary

Supplier : The person carrying out the work
PB : The customer paying for the work
Milestone : Steps or part-deliverables for the project.

JBoss Rules / Drools : The framework in which all business leijibe
implemented.

New System: the system being built.
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Screenshot — Existing Excel Based Calculator
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Appendix 9 — Getting Started with the RP Framework  —
Core and Search

1 Getting Started

First of all download Red-Piranha from http://red-piranha.sourcefagdf you're not
sure which one you want, download the ready-to-deploy (bin) file. The fitrer

contain either the ready-to-deploy plus full source (bin_src_lib) csdbece only (src).

If you have not already installed Java and Tomcat , you cahematfrom the Sun Java
and Apache Tomcat websites. Red-Piranha should work with Java 1.8randtT ,

although we recommend Java 1.4 or higher and Tomcat 4/5.

Unzip the file you have downloaded - there should be a file calledaRFCopy this file
into the 'webapps' folder of your tomcat. Within a number of secondshypaldssee a

new folder called 'RP' created.

Congratulations - your copy of Red-Piranha has now deployed and is oeasly. t

2 Using Red-Piranha

To use Red-Piranha - open your favourite web browser and point it at
http://localhost:8080/RP . Within a few seconds , you should see theiRetidPstart

screen. This will have three items of interest

A Text box , where we enter the information to add or search
An 'add information’ button - to tell Red-Piranha about new information

A 'Search’ button - to carry out a search.

Before we can search , we must tell Red-Piranha we infameafte are interested in.
This is as easy as putting the piece of information we warmiddgeag. the folder
c:\temp)) in the search box and pressing the 'Add information' buttmesaage will be
displayed saying that your information is being added and will beadW@ito search
shortly. For more information , look in the logs at
TOMCAT_HOME\Webapps\RP\logs\rp.log
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Examples of things we can add to Red-Piranha are

Afolder (e.g. C:\Temp\). All files in both this folder and *alfs subfolders will be
added.

An individual file. This file can be text , a web page , a wawdument , or pdf
document. For binary files (like word , which are not plain teR@d-Piranha will
scan the file for recognizable text and add that.

A Web page. Red-Piranha will add this web page , *and* web palyelssito.

A Google Search (e.g. http://www.google.com/search?g=some+thing&100).
Red-Piranha will get the results of the Google search , anchfatchation on the
pages it links to.

An XML file (including RSS feeds) , either on disk or over théowe

Favourites / Bookmarks folders - Red-Piranha will index the websphge these

favourites point to.

Adding information can take anything from a few milliseconds , depgmai the
amount of information being added. Once added, Red-Piranha will chedlegular
basis to see if the information added has changed and re-index ieckaur

information is now available to be searched.

To do a search , put the item you want to search for into the textdgpress 'search'.
Red-Piranha will show the search results on the screen. Cligkitte link beside the

search results will show you the original information (as longpashave access to it).

From version 0.3 onwards , Red-Piranha can 'learn’' what seautts igou are
interested in an improve your future searches. To give Red-Pifeatiback and help it
'learn’ what you are interested in , click on any of the links ofséa@ch results' page.
Red-Piranha makes a note of your choice , which is used to adjssttioh results
later.

3 Running Red-Piranha Search
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3.1  Security Notes
For this simple deploy, there are no restrictions on who can adsl itebe

searched.

Security on documents found during a search is managed outside of dipplRBtion

Screenshot — Default Search Screen
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Screenshot — Add Information

Screenshot — Search Results

128 of 154



Financial knowledge capture using Red-Piranha: Paul Browne
Rules, Workflow, Search and Enterprise Web 2.0

Appendix 10 — Red Piranha Search Technical
Specification

1 User Stories

The user stories list the different ways in which the userinteract with the search

application.

1.1 Story: Application Start

The steps to taken when the application is First deployed (Tomcat Hot Deploy)
or when Tomcat is (re) started. No user output , only to log files.

(START) Tomcat is Started
Application loads the plugins as stated in PluginManager
0 Get all Classes implementing IPlugin Interface from
rp.war (the war file that contains the RP application)
Plugins Directory (as specified in directory structure in $act))
For each Plugin that has been loaded
Start a Background thread.
Call the onLoad method on each plugin

(END)

1.2 Story: Show Search Page

The user opens the default url : http://localhost:8080/rp

User opens page in browser

Show search screen

129 of 154



Financial knowledge capture using Red-Piranha: Paul Browne
Rules, Workflow, Search and Enterprise Web 2.0

1.3 Story: Add Information

Details how the user can add information to the system

(Start) user presses ‘Add Information’ button
Get list of Plugins implementing linterestedinAdd from Plugin Mgema
For Each Plugin ...

Start low priority thread

call add() on interface

Return to Search screen, showing the message “You can continaecto while

we add your Information”

Examples of resources / information that can be added to the system
Local Directory in the format C:\SomeDir\SomeSubDir — or othedetter.
Local File in the format C:\SomeDir\SomeSubDir\Somefile.extans

Remote file in formabttp://someurl/somedir/somepage

Special files (local or remote) e.g. *.xml , *.html , *.rss
Text Files and Binary Files (e.g. *.doc *.pdf)

Add the url of another RP (remote) application. This (1) do the lsearthe
remote RP and (2) add the search results (html page) to thg (loca

Knowledgebase.
Adding the url of a Google search , index the Google search rpagks
Add a local directory containing bookmarks (IE / Mozilla format)

Add a local directory containing History (IE / Mozilla format)

1.4 Story: Normal Search
Details how the user can search for information in the Knowledgebase

User enters search term and presses ‘Search Button’. Seancltdn be simple

e.g. (java j2ee x), or as complex as Lucene allow (e.gAbBN&j2ee NOT xml)

Get Search Results
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- Get list of Plugins implementing linterestedinSearch from Plugin Manager.
- For Each Plugin returned...

Start low priority thread

call search() on interface

loop until either ‘isReady’ returns true or reaches timeout
Timeout set in global / plugin properties file

call getResults() to get search results

Combine into Collection of Search Results

- If no results throw RP exception (to display error message on search page)

Filter Search Results

- Get the preferred Plugins implementing linterestedinFilter from Plugin

Manager / as set in config. file.
- For phase 1, this is Basiclntelligence , or it's delegates.
- Use this class to sort search results

Display search results

Display search results(Sample search results).

1.5 Story: Feedback from Search Results

How the user can help RP ‘learn’ what he or she wants. Subsequent searches

return different results in line with what the user requests here .

(Start) Clicks on one of the feedback links /buttons on the screeggertr

feedback. This are detailed in Appendix B , but examples are:
(1)Search query (associates terms like Java J2ee together)
Search result (main url link) clicked on

Negative feedback (I like this)
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Positive feedback (not for me)
(2)More from this category
Category X Use More | Use less
Get the plugins implementing linterestedinFeedback as defined ghotbe!
properties file. (this be the Basiclntelligence, which thes osiger classes as
required for phase 1)
Call give Feedback / update on Interface , passing in the feedback.
Note of the user feedback is made in FeedbackDatastore
BasiclIntelligence Class update() method , does quick adjustment of
score.
When the update method completes , does the original search again and

displays results.

Notes:

(2) The original search (as per user story 3.4) automaticejtyets
feedback and (re)search , the user is unaware of having givbratde

(2) After giving this feedback, search results coming @madgn the category
that the user clicked on be displayed. These can be identifiedtbgd®aname

, should be stored via the Basiclndex class

1.6 Story (Exceptions)

What to do when something goes wrong

(Start)
If a RPEXxception / other Exception is thrown.

1 If RPException , see if has details of UserFriendlyMesgaaed log,
display

2 If other type of exception , log details and display generic aresisage to

user. The generic error message can be configured via the gholbig file.

(End)
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2 User Interface

Screens
Search Screen — bare
Search Screen — with results / allowing for feedback.

Browser Output is

HTML output to be IE 4/5/6 and Mozilla Firefox 1.0 upwards compatible.
No JavaScript HTML Pages.
HTTP Post / Get Info
All Interaction with browser is by Http-Get , so that paraorenfpart of the
url visible in the address bar of the browser.

Book marking a url (used to access the RP application) and redtlkter

cause RP to do the same search.

Adding this url of another RP (remote) application cause the applida
(1) the remote RP does the search and (2) local RP add the iesaiithto it's

knowledgebase.

Java API
All the functionality of the system is available via aal&PI (the main class being

KnowledgeBase manager).

3rd Party programs can use the RP application as a libratlyisiAPI. The Javadoc
that is provided as part of the product on the KnowledgeBase matesgergive full

instructions on how to interact with the system in this manner.

Command Line

All The functionality as defined for the HTML interface be #aalie via the command
line. A full readme file is available giving details of htovdrive the RP system via the

command line.
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3 Core Classes, Interfaces and Concepts

Plugins are the means by which the system can be easily extended. Plugins are
dynamic in that they are discovered and reloaded at runtime (i.e. when the
system starts). This section defines the various interfaces that a plugin

implements.
The main plugin interfaces are:

IPlugin- Marks a class as being a plugin.

linterestedInAdd- register to be notified when new info is added.
linterestedIinFeedback register to be notified when the user gives feedback.
lInterestedIinResultsFilter register as being able to sort and filter search results.
linterestedInSearch register as being able to carry out a search.

Other (utility) plugins are:

IDataExtractor
IIndexManager

Concrete Implementations of Interfaces

The following concrete classes are used in managing plugins thighiant these

interfaces.

KnowledgeSphereManager

First point of contact for the RP System , and the point at whlitheauser
interfaces converge (the it is the controller in the MVC paltand provides
access to all the RP core functionality. As such it does tkingjs as catch

exceptions, manages threads etc

PluginManager

Responsible for locating and loading plugins. On Application startup @mpbol of

rp.war)
Search for classes implementing IPlugin in rp.war

Search for classes in Plugins Directory (specified in Section 7)
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If no plugins found , log the reason, throw RPException.

The Diagram below outlines how plugins relate to ea  ch other.

<<ul>> Programmatic (Java API)
Command Line

HTML (Servlet)

<<Singleton>> | KnowledgeSphere Manager <-1..1 -> | PluginManager

relation | categoryManager

<<Iplugin>> L-> Core Plugins L-> Utility Plugins
linterestedinAdd IDataExtractor
linterestedInFeedback ||ndex|\/|anager

lInterestedinResultsFilter

lInterestedinSearch

Other Interfaces in System

These interfaces are not exposed externally (like the plugin interfaces) but are

used internally to ensure a good, configurable, design)

ICategory— Basic Unit of info — many categories make up database.
IFeedback- Feedback is how the user teaches the System

IBasicCategoryStore Persistent storage of Data as part of the systems.

INewlInformation - items that the user id adding to the RP system.

ISearchQuery- something the user wants to find.

ISearchResul what RP finds in response to a search query.

Plugins Implementing the following interfaces:
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lInterestedinAdd
CategoryManager Using

IDataExtractor sees which concrete implementation one can

handle this type of data

BasicCategory

Handle to the |DataExtractor that formed it

Saves Data using BasicCategoryStore.

lInterestedInFeedback

Basiclntelligence uses

BasicCateqory

BasicCateqgoryStore

Basiclndex

FeedbackDataStore

lInterestedInResultsFilter

Basiclntelligence

lInterestedIinSearch

Basiclndex uses

BasicCategory

BasicCategoryStore

IDataExtractor
FileDataExtractor
XmlIDataExtractor
UrlDataExtractor
WebQueryDataExtractor
IIndexManager

Basiclndexuses BasicCateqgoryStore

Other Core Classes in the System

RPEXxception — Extensible / Chained Exception for the RP System.

Contains a user friendly message (for example , how to displang @s per
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Screen 2 , Appendix B)
RPCommandLine — Command line entry point to the RP system

RP Struts Classes needed to implement HTML interface.

4  Basic Plugin Implementations

The previous section detailed the interfaces by which a plugin could extend the
system. The section details the plugins currently implemented and supplied as

part of phase 1.

Additional / modified classes needed for the system to function as specified are

also provided.

Where background processes are specified , their priority can be set via the

config file.

User Events

User events and the (main) classes that handle them are:

Add Information
CategoryManger (delegating to Categories)
Search
BasicIindex
Feedback
FeedbackDatastore (and Basiclndex to update)
Startup (onLoad)
CategoryManager (refreshing / updating Categories)

Basiclntelligence (relinking / rescoring Category and Feedbaeldbare

information)

Basiclndex — reindexing updated information

Category Manager
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onLoad() method

Get all known Categories
Check disk in Dir (section 7) and load all the Categories found there.
Persistence Mechanism (uses BasicCategoryStore )
Refresh the Category Data (as Background process)
For each Category found

o Get data as per add() method below , save into tmp category. (the
original url given by the user is stored in the category , Binga
add() again is easy)

o When ready, copy tmp category over old Category.
o Notify Basiclntelligence to rescore

o Notify Basiclndex to reindex

add() method
get a list of all available IDataExtractor plugins from Ridanager
If not IDataExtractor methods returned , throw RPException
for each IDataExtractor
call canHandle() method , make note of the int value returned

using the IDataExtractor that returned the highest int value

Construct a new BasicCategory class , passing in IndexMaraugefdr
the entire RP app) , BasicCategoryStore (as IMetaDatd Stodethe
IDataExtractor

Call construct() method to start conversion from Information pulled by
DataSource to Data as stored by BasicCategoryStore. (Usimgan
class / interface produced by DataExtractor , consumed by
BasicCategoryStore)

BasicCategoryStore also stores Category info , such as the
IDataExtractor that created it , the URL provided during ‘Add
information’ etc.
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Data Extractor implements IDataExtractor

Basic Tasks
Recognises can / cannot handle new piece of information

Converts the original data format into format as can be stored by

BasicCategoryStore (e.g. as Nodes / Tuples)

If adding file / piece of information with same name , jusat@ea new

category with this info (e.g. SameName and SameNamel)
Methods
canHandle(INewlInfo as added by user)

returns on int depending on how suitable it is to handle information (or —

1 if it cannot handle info)
addData (INewlInfo as added by user)
extract data from the data source into / convert to nested tapke c

Where possible data extractors should be configurable using local f globa

properties files e.g. the amount of data per Node/ tuple afteingar

Some sample DataExtractor implementations are below. Additionadlified

implementations may be needed to fully implement phase 1.

File Data Extractor

Handles generic text files.

canHandle(INewlInfo) - returns 1 if can open using standard Jaa@ Fil

object, -1 if cannot
Converts Text file into Tuples /nodes as follows: (object , subjeletion
1st Pass : Anything like URL , convert in Keyword=Name, Valheef

o follow to one level (the index file found at this url , but do not follow

any of the links therein)
2nd Pass:
o Tokenise files into words : groups of letters

o Take only those words of more than 5 letters (configurable via
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property file) with characters A-z , 0-9 , -!I[ etc — confidulea
via property file.
o Keyword = Generic , Value = Actual word.

For later display as summary (make note of this on screen shot) ,
take first X number of characters (as specified in configy &ired

save as part of data extraction.

Xml Data Extractor

Handles XML Format files

canHandle(INewlnfo) — returns 10 if fleName as represented bwliiNo

ends in .xml , .xhtml (configurable — but tell how it is configured )
addInfo (INewlnfo)
Begin to Traverse XML Tree

o Name of Element becomes Keyword in Tuple and searchable field in
index

[o]

Value of Element becomes Value in Tuple and the value added undmidhia the

index.
o Child Elements become nested child tuple
Sample XML Data
<Parent-Element>Parent-Value
<Child-Element>Child-Value</Child-Element>
</Parent-Element>
Maps To
Keyword : Parent-Element Value : Parent-Value
Keyword : Child-Element Value : Child-Value
The parent-child node relationships are preserved when converting to the
BasicCategory / BasicCategoryScore.
WebDataExtractor

Extracts Data from HTML files (be careful of cross-ovéthwml files)

canHandle(INewlInfo) — returns 12 if fleName as represented éwliNo
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ends in .html, .htm , .asp .etc (configurable — but tell hosvabinfigured
(global / local properties) or begins with http://
Strip out HTML Elements , then parse as per Generic Dataffotra

List the HTML elements to be stripped out in config file (so easily be

extended)
Configured to work correctly with
Google Search pages
Rss (as html / xml feed)
& give sample on how to configure it

For all HTML (and related files like .asp .jsp etc), fimkow the link within
the HTML file (to 1 level only) and parse the files found at ¢hlasks (as if
the user added them directly)

FileTree Data Extractor

Add file tree to system
Define canHandle() as can open with File() , isDir = trumficm method)
Walk file tree

Pass all files found there to GenericDataExtractor

Category refers to each file found as if it was added indivigglithe

user.

Basic Category
Basic Unit of organisation within Knowledgebase.

Simple methods getCategoryName() , getDataExtractor(ategGryDataStore() ,
getSearchAgent() and search , giveFeedBack()

Constructors

Takes Name (unique) , DataSource (DataExtractor) ,Search AelexManager

used for later index
Construct() does the actual work of building

If Name not unique , make it unique by adding id to it e.g. Nameime?

etc.
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Create new CategoryStore in own sub directory (using Name asaifdhees
directory) , under the directories specified in section 7.
Extract Data to tuples /java classes using the given Datadot

Store these tuples / java classes in the newly createdadyrersing the

BasicCategoryStore

Pass handle to the newly created BasicCategoryStore to the ladagkft for

later indexing.

Store the CategoryName / DataExtractor / original Strlagt/updated / other

data during add as part of the CategoryDatastore.
OnLoad() / Update

Work in conjunction with Category Manager to refetch / rescceatiex all
the data.

Basiclndex

Index as searchable , retrievable Luce Carries out searghgghes system wide

Index manager
Index is stored using Lucene
Can be deleted, then recreated using Data stored in categories.
Indexes all available information, against a keyword / field néipessible.
Methods
Relndex(nodeld , NodeDetails)

Quick reindex of single node, after feedback from user (see
BasiclIntelligence for more details), using same principlemnésad()
method.

Relndex(categoryDetails)

Quick reindex of Category, after feedback from user / refetclatefgory

(see Basiclntelligence for more details)
OnLoad() — background re-index of all data

If no Lucene index, then create new one
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Get all categories (from CategoryManager)

Pick oldest category

Iterate through Category (Tuple Tree)

o Keyword as field name, value as value

Search (by nodeld) to see if item is already on index, if ieimove.
Index as searchable, retrievable Lucene field.

Also index : id , parent id (of tree), Date, score and all alkéils.

o (tie this off against basic category

BasicCategoryStore

Provides Persistent storage of Category information to disk.

Storage Format
XML / RDF Data Format (Using Jeena or similar Library)
RDF Node : <Objection> -- relation <Subject>
Node Can be nested
<Node 1><Node 2/></Node 1>

Data need to be made xml safe — the conversion of ‘& charac&amp; ,

similar to ‘<’ *>’ and other special xml characters.
Sample Format (real rdf format may differ — this is parsediarity)
<Category name="someCatName” orignal_score="1" calc_score="5" >
<Node unique_id="1234" direct_score="1.5" calc_score="15" last-
update="ms">
This is some info parsed from the original source
<Other Tags / Attributes to describe piece of information/>
<Link link-to-id="3333"/>
<Link category =" someOtherCategoryName” link-to-id="1111/>
</Node>
<Node unique_id="3333" ... other stuff />
</Category>

Notes on this sample
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Category (root node) has name , and other attributes (such aslouwigi
/ file link) — not shown

Nodes (or tuples in rdf speak) represent basic unit of info. The
granularity (how big / small they are in character siz&) ise set in
global config file

Both Category and node have scores. Calc_score , direct_scorerdoth a
set during feedback (basic intelligence class) direct_scoreby se

feedback onto this node. Calc_score depends on many nodes link to this.

Links. In this sample node 1234 links to both node 3333 (same category)

and node 1111 (in another category)

Category Name is based on text supplied by user when ‘add info’ button
was pressed — first X letters , using characters A-Z an(speXified in

config file). Name be made unique.

Category ID is unique-id , based on hash of category name (the same

name gives same id.

Information Stored

All Information contained in the (Basic)Category , including
Overall
o Category Name (unique within system)
Node

o Unique ID (to this file , so each Node + Category Name is urtimue
the system)

ID is derived from Node contents so easily reproduced— 2
separate nodes, each from the same source , should have the same
ID)

o Score (original & calc)

o Links to (unique ID of other node)

o Date updated

o Info linking to original url / piece of information

o Summary Info (First 50 printable Chars) , shown as part of search
results. (Printable to be defined in global config file.

144 of 154



Financial knowledge capture using Red-Piranha: Paul Browne
Rules, Workflow, Search and Enterprise Web 2.0

o Other info as required
Like BasicCategoryStore, Basiclndex also stores information on disk (using
Lucene Indexes), the differences between the two storage mechanisms are:
BasicCategory
o Stores all information
o Stores Data in XML Format on disk
o XML file is editable on disk

o Emphasis on completeness / robustness

Basiclndex
o Extracts information from BasicCategory(s)

o Stores information in Binary format using Apache Lucene Index

(cannot be edited by hand)

o Index file can be dropped and can recreated by extracting info from

BasicCategory(s)

o Emphasis is on speed of access.

Methods (overloaded)

Include, method to store and retrieve entire Categories and Nodpkes, by 1D

number, name. Get the node only, or node & nested child nodes.

FeedbackDataStore
Stores all Feedback given by the user on search results foudatby the system.

All Feedback given by the user to the system is stored hebe It
possible to reproduce all the calculate scores / links if théslos.
Like BasicDataStore , storage format is RDF-XML.

For phase 1, only have one instance one instance of
FileNameAsSpecifiedinPropertiesfile.xml on disk (in the directasy
specified in section 7).

The Storage format of this is XML, if added to another RP 8ys$éeg.
via the add button on the Ul, can be read and added to this system.

145 of 154



Financial knowledge capture using Red-Piranha: Paul Browne
Rules, Workflow, Search and Enterprise Web 2.0

Sample Format (real rdf format may differ)
<Category name="specialFeedbackCategory” >

(<Node searchquery="true” date="ms"e&chTerml

SearchTerm2 SearchTerm3
</Node>

(il<Node score “-1"id="1111"

categoryName="categoryName” date="ms">
Node summary as displayed on screen
</Node>

(iif) <Node score="1" categoryName="categoryName”

date="ms">
Original url used when user added this category
</Node>
</Category>
Notes on this sample

o Nodes store both id (our own ease of update) and extra (redundant)
pieces of info (useful if we pass this feedback.xml to someonk else
— e.g. a summary of the node and /or where the data from the

category came from.

o Score is either +1 or —1 (we then use our own +/- weighting from

property file)

Mapping Node to feedback types from Screen 2 , appendix B
The scores used are marked as either + or negative

Node (i) is example of feedback based on the original search

guery. Used by Search Term (3 +)

Node (ii) is example of feedback based on node (either click , or
‘not-for-me’) - with key linking to category + node. Used by
feedback items (6+) ,(10+) and (11-)

Node (iii) is example of feedback based on category (more frégaghis category) —

linking to category in question. Used by feedback items (8+) , (1) Eb-)
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Basiclntelligence

Where most of the intelligence for the system lies.

The main responsibilities carried out by this class (or it'eghks) are:
Sorting Search Results
Feedback , followed by a quick update of scores

More comprehensive update of scores during the onLoad() event

The class interacts with BasicCategory / BasicCatedorg $0 implement a scoring

system as follows.

Each node / category has a direct_score (given by feedback doedhg node)

and a calc_score. (Direct Score adjusted by scores of other hatléskK to it).

There is a implied weighting = direct_score / calc_scoreréctiscore of 10 and
calc_score of 47 would imply a weighting of 4.7 It is this weighthrag is adjusted

during the feedback and the calc_score recomputed.

Score information is stored in the index. The value stored in the isdaic_score

* category_score , which is used for later sorting of the seastlhits.

Sorting Search Results — Implements | InterestedinResultsFilter

Phase 1: Just sorting, filtering to the first X(e.g. 10Geas$n properties file)

of the sorted results.
Take combined search results
Sort Results set by
Results score (after category)
Lucene Score
By Date

To meet performance requirements, suggest organising Lucene index to do

this for us automatically.

Feedback (implementing linterestedinFeedback)
How the class reacts when notified of the following feedback events
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Update()

All Feedback events should already have been added to FeedbackDataStore
(as a node). This node is passed to the update method.
For node type (x) do the following :
Node (i)
Break into Words (the at spaces / other characters as setfig file)
E.g. Word1: Java Word2:J2EE Word3:Xml

Find Set of nodes (using the Basic index / Basic Category)ahédio these

words. One set per word (wordl:setl).
Calculate average of each sets original score
For each set

Get number (Z) to adjust nodes by (For Set 1, this is

(set2score+..+setXscore) * weighting from property file
For each node in setl
Get implied weighting of these nodes
Adjust (either +/-) by (2)
Recalculate the calc_score , save to Category on disk (using

BasicCategory), reindex (using Basiclndex)

Node (ii)
Find nodes , either using the category name + id , or indireaylysing the
category summary.
Get the implied weighting of these nodes.
Adjust (either +/-) by weighting (from global properties file)
Recalculate the calc_score , save to Category on disk (using

BasicCategory), reindex (using Basiclndex)

Node (iii)
Find nodes , either using the category name + id , or indireaylysing the
category summary.

Get the implied weighting of these nodes.
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Adjust (either +/-) by weighting (from global properties file)

Recalculate the calc_score , save to Category on disk (using

BasicCategory),

Reindex (using Basicindex) all nodes within this category (asshere in

the index have changed)

OnLoad()

Low priority task, called on system startup , systematialcetation of all
scores (allows for user editing of feedback.xml file, updatesatggory

Manager). Similar as update() event except:

1. We make a copy of all Category information, but with the catzesc
set to zero.

2. We iterate through the FeedBackDataStore nodes (loop 1), sd¢wing t
categories / index as per the update() event.

3. When finished loop 1, we copy Category information (with new scores)

over to replace the old Categories.

If process in interrupted (e.g. power off) then we just pick upnagalf way
through the copy , finish , and replace the old data.

Important: Only direct user feedback changes the scores in FeeditaSkive

S5 Implementation and Technologies

This section outlines what technologies be used in implementingdjeefpyrand in
what way.

‘Source Code’ includes the following (and any other item) needed to make and
deploy a working project from start to finish.

- Java / JSP and other code
- build scripts

- configuration files

. 3 party and other libraries

- unit tests
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Code Quality
Javadoc and Logging

All methods except accessors fully documented and confirmed with Sun

Javadoc checker.

Inline comments (//) such that code is understandable without any further

documentation.

Logging (Log4j) statements at regular intervals so that running program flow

and actions (across and within) methods can be followed using the logs alone.

All Sun Java coding guidelines followed :

http://java.sun.com/docs/codeconv/html/CodeConvTOC.doc.html

Core Technology
Version of Java

Java 1.3 is preferred. May consider Java 1.3 + New IO Libraries , or Java 1.4 (if

agreed in advance) and can be justified by the additional features required.

Servlet - Standard JSP tags — no Java on JSP Pages
Logging using Log4j

Ant Build scripts

Build from source to War file that deploys onto Tomcat
Unit tests

Junit tests written testing all main classes (including those specified in this
document) and testing all methods on these classes apart from accessor

(get/ set methods).

Junit Test written demonstrating each of the user stories (section 3),

driving the application via the Java API.

Global and Plugin Level Configuration files

General system wide properties be stored in a global configufdéion

Plugin level configuration files be stored in the plugin directanyrdamed to be
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clearly associated with the plugin.

All Configuration files be in XML format and read (at startup onigt dynamic)

using standard@party library

The configuration files supplied also have default values, and cormment

explained what alternative values are / what they do.

Apart from configuration items noted in this document, other itests ar

For all Java (non-JSP) Code: No Hard coding of any properties or
‘magic numbers’. All such values all properties to be read from

property file.

Examples of the values found in the configuration files are:
Number of search results to show

‘Dampening Value’ for use by basic intelligence

3rd Party Technologies

Presentation Layer

o MVC from struts (Spring Considered)

Index Search

o Lucene latest stable version

Meta Data Save

o |IBM RDF Library or Jeena RDF library from HP.

Other if these allow quicker implementation than hand coding a simple

implementation
o Reading properties files
o URL scraping

o Plugin Discovery (Eclipse)
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Performance

For a P4 Machine running only the Tomcat Web Server and Mozilla Firefox

Browser:

All Page requests return within 2 seconds from user click to page completion

(Single user).

A 300Kb Text file added to the system be available for searching within 10

seconds.(Single user, no other requests being made on the system).

When the user requests a search (or other click on the web page), 90% of JVM
resources devoted to the search / page rendering / fulfilling the user request.
Background tasks like re-indexing take up less than 10% of the time available to
the JVM.

When not doing a user request, the system make the best use of available

resources within the JVM (the use near 100% on indexing / updating tasks).

Major Performance bottlenecks be avoided. This includes:

The system avoid blocking on 10 requests — where this is impossible (the for

Network access), threading be used to allow progress in other areas

Sensible caching of data in memory and optimisation of Data Storage (balance

size of files V speed of access).
Optimisation of loops.

Where possible use optimised 3rd party (open source libraries) over ‘home-

grown’ code.

System Stability

The System can be run for more than 7 days, still meeting the performance

requirements above.

As a stress test, the system be able to respond to 600 requests per hour (1
every 10 seconds), over the 7 day period (mix of search, add, other requests) —
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not subject to performance requirements.

Where an error / exception occurs, the system be left in a consistent state, with

no loss of data. A subsequent user request to the system be fulfilled as normal.

Where the System is killed (the Tomcat process killed rather than halted, or
power off), no file data be lost or corrupted (or can be recovered e.g. index

rebuilt.)

Where the user starts multiple requests (e.g. 2 adds within one second) the
system respond gracefully, either by queuing the requests, or by display an

appropriate error message. In all cases the data be uncorrupted.

Directory / War file structure

The rp.war file (as built by the build scripts) be deployed to thHzayes directory.
Once auto-deployed by Tomcat into the webapps directory, the kitdstr be as

follows.

\RP

Root directory of the deployed application. JSP Pages required by the system

are also found here.
\RP\WEB-INF

Standard web.xml as required by tomcat , plus other application level

configuration / properties files

\RP\WEB-INF\classes

Compiled Interfaces , Core Plugins and Classes that make up the RP system.
\RP\WEB-INF\lib

3rd Party Libraries , as required by the system. This folder also a Readme.txt
explaining what each of the Libraries / Jars are , their version , and where they

can be obtained from.
\RP\WEB-INF\plugins

Additional plugins (as per sections 5/6 of this document ) that can be added by

the user and ‘discovered’ by the application on startup.
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\RP\category

Where Data Persisted by BasicCategoryStore is stored under the structure:

\RP\category\SpecialData
\RP\category\CategoryNamel
\RP\category\CategoryName2
\RP\category\CategoryName3 etc..

\RP\lucene

Where the files for the Lucene index are stored.
\RP\logs

Log4J log output
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